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Chapter 1

Goal

AnT is a very general software package for the simulation and investigation of
dynamical systems. It wasrecently completely redesignedand rewritten. In the
context of this rewrite, two tasks were the topic of this work:

� Extending AnT so that one simulation task can be distributed over a set
of nodes in order to achieve better overall performance(seechapter 7 for
a more detailed description). This extension for distributed simulation is
intended to further expand the usability of AnT, particularly for using
AnT on very calculation intensive systems.

� Restructuring AnT in a way so that it would be easily usablefor develop-
ers as well as usersof the package and to support the development with
suitable tools (seechapter 14).

The following text is separated in three parts: �rst of all, in part I the AnT
simulation packageis described to give an overview of the simulator itself. Then
in part I I the extensionof AnT for distributed simulation is described. Finally,
in part I I I the restructuring of the AnT software packageand the work on the
infrastructure of the project is described in detail.
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Part I

The AnT Simulation
Package
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Chapter 2

In tro duction

The AnT systemwasdeveloped at the University of Stuttgart by the Nonlinear
Dynamics Group as part of the research on nonlinear dynamical systems. AnT
is targeted at simulation and analysis of dynamical systems. One goal of the
AnT project is to provide a tool that is as versatile as possibleand usable for
the widest group of userspossible.

From the point of view of a user, AnT is a very generalmechanism that can be
usedto analyzea givendynamical system. Such a systemhasto be implemented
in C++ and translated into machine-code so that AnT can work on it.

The following chapters will give an overview of the current state and function-
alit y of the AnT software package.

13
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Chapter 3

An Example for the Usage
of AnT

In this chapter the use of AnT is described for a simple example, the logistic
map. The dynamics of this well-known dynamical system (see for example
[arg95, 70 �.]) can be analyzed easily with AnT. The logistic map is a time-
discrete dynamical system

xn +1 = f (xn ; � )

with the system-function

f (xn ; � ) = �x n (1 � xn ):

3.1 Programming the system-function

To analyze the dynamics of the logistic map with AnT, the system function
needsto be formulated as a piece of source code. This piece of code can for
example look as follows:

#include "proxies/MapProx y. h"

#define alpha parameters[0]
#define X currentState[0]

bool logistic (const Array<real_t>& currentState,
const Array<real_t>& parameters,
Array<real_t>& rhs)

{
rhs[0] = alpha * X * (1 - X);

15
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return true;
}

#undef alpha
#undef X

The arrays currentState[] and parameters[] represent the state vector and
the parameter vector. To make the code of this systemmore easily readable,the
single dimension of the state in the logistic map (which is currentState[0] )
is wrapped in the macro X and the only parameter of the system (which is
parameters[0] ) is wrapped in the macro alpha .

During the operation of AnT, this function logistic() is called oncefor each
iteration step that has to be made. Between these invocations the parameter
valuesor the state might be changed(the state can be reset to the initial values
or the parametersof the next scan-point can be set).

3.2 Using AnT for scans

One main area of application for AnT are so-called scans. This means that
one or more parametersof a dynamical system traversea given range of values
at a given increment (the number of parameters that get variated are called
dimension of the scan). For each point of the scan the system gets iterated a
given number of times and its behavior is analyzed. The range of valuesof the
parameters,the increment for each dimension, the number of iterations for each
point of the scan and the investigation methods which will be used to analyze
the systemget chosenby the user in a con�guration �le that describesthe scan.

3.3 Sample con�guration for a scan

AnT reads settings from a con�gur ation �le which the user can either edit
manually or generateby using the graphical user interface.

To examine the behavior of the logistic map in respect to bifurcations, a con-
�guration �le like the one that is described here can be used. A con�guration
�le for AnT typically consist of three sectionsthat describe di�eren t aspects of
the simulator run:

dynamical_system =
{

{ type, map },
{ name, logistic_map },

{ state_space_dim, 1 },
{ initial_state, { 0.1 } },
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{ parameter_space_di m, 1 },
{ parameters, { 3.42 } },

{ number_of_iterat io ns, 20000 }
};

This sectiondescribesthe dynamical systemthat will be examined. First of all,
the type of the system is time-discrete { a map. The nameof the system is
de�ned to be logistic map. The key state space dim de�nes that the state
of the system is one-dimensional { this system has only one variable X. The
initial state is de�ned to be 0:1 { X will get set to this value at the beginning
of each iteration run (at the beginning of each new scan-point).

The key parameter space dim de�nes that the parameter-spaceis also one-
dimensional,consistingof the parameteralpha here. Using the key parameters ,
a default value for the parameter is set { this value has no result in scan-mode
as it gets overridden.

Finally, the numberof iterations per scan-point is set to 20000.

scan =
{

{ type, nested_items },
{ mode, 1 },
{ item[0],

{
{ type, real_linear },
{ min, 2.8 },
{ max, 4.0 },
{ points, 500 },
{ object, parameters[0] }

}
}

};

This section describes the scan, in particular the range of values that will be
scanned.

The key modedeclaresthe dimension of the scan, here a one-dimensionalscan
will be done. This is followed by a description of this (only) dimension of the
scan: The type of the scan de�nes that this dimension of the scan-spaceis
to be traversed in a linear manner. The minimal and maximal values of the
parameter are set to 2:8 and 4:0 respectively. The key points implicitly de�nes
the increment { in this casethere will be 500 (evenly distributed) scan-points
betweenthe minimal and the maximal value for this parameter.

Finally, the connection between this scan-parameterand the actual parameter
parameters[0] of the system is made by using the key object .
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investigation_me th ods =
{

{ period_analysis,
{

{ is_active, Yes },
{ period, On },
{ max_period, 64 },
{ cyclic_asymptot ic_ set, On },
{ acyclic_last_st ate s, On },
{ using_last_poin ts, 50 }

}
}

};

This section describes which investigation methods should be applied to the
system. In this example, the goal is to produce a diagram of bifurcations for
the logistic map. This can be achieved by using the method period analysis .
Any number of additional investigation methods could be requestedhere { it
is common to investigate many di�eren t aspects of a system in a single run of
the simulator by using many di�eren t investigation methods. For example the
Lyapunov exponents could be of interest here.

In this examplethe parametersfor the period analysis method are set in such
a manner that both cyclic (�nite periods in the orbit) and acyclic behavior of
the orbit gets evaluated. The results of theseevaluations get stored in the text-
�les bif C.gra and bif A.gra respectively. The format of these �les is very
general, it can for example be evaluated with gnuplot .

3.4 Graphical represen tation of the results

The following diagram visualizes the data that was generated by the period
analysis:

0
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0.6

0.8

1

2.8 3 3.2 3.4 3.6 3.8 4
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Figure 3.1: Bifurcation diagram of the logistic map



Chapter 4

Features of AnT

AnT is a very 
exible and powerful tool. It can be usedboth in education and
sciencefor a variety of purposes. The following sections discusssome of the
main features of AnT.

4.1 Classes of dynamical systems

The 
exible architecture of AnT allows the user to analyze a great variety of
classesof dynamical systems. These systems can be either time-discrete1 or
time-continuous2. Additionally , hybrid systemscan be simulated. The state of
such systemsconsistsof both a continuous and a discrete part.

Sincethe system-function of the dynamical systemis to be implemented within
a C++ 3 function by the user { and therefore all the powerful features of the
C++ languageare available { the user is nearly unrestricted when implementing
the system-function. The following sectionsprovide an overview of the system
classessupported by AnT.

4.1.1 Notation

In the following de�nitions of system classesthe function ~f is the so-called
system-function (it is usually non-linear) and f � g is a set of parameters.

For time-discrete systems the current state is denoted as ~xn whereas in the
time-continuous caseit is denoted as ~x(t).

1 for instance systems which are described by simple maps
2 for instance systems which are described by ordinary di�eren tial equations
3Typically , however, systems are implemented using only features of the C language, which

is a subset of C++

19
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4.1.2 Basic dynamical systems

4.1.2.1 Time-discrete dynamical systems

Time-discrete systems are a very common and important class of dynamical
systems. They occur in many scienti�c disciplines when modeling dynamic
processesthat are discrete in time (or can be transformed into a time-discrete
system).

Two di�eren t kinds of basic time-discrete dynamical systemsare supported by
AnT:

� maps:

~xn +1 = ~f (~xn ; f � g)

Here the system-function is applied to the current state ~xn in order to
determine the next state ~xn +1 .

In population dynamics, the so-calledlogistic map (as already presented
in chapter 3) has becomea paradigm. It is de�ned by:

xn +1 = � xn (1 � xn ):

� recurrent maps:

~xn +1 = ~f (~xn ; ~xn � 1; :::; ~xn � � ; f � g)

Recurrent maps can be easily transformed into ordinary maps by extend-
ing the dimension of the state-space. They are supported by AnT for
conveniencepurposes.

A well-known example for this classof dynamical systemsis the H�enon-
map which is usually represented in two dimensional, non-recurrent form:

xn +1 = 1 � a xn
2 + yn ;

yn +1 = bxn :

Transformed into its recurrent, one-dimensionalform, the system reads:

xn +1 = 1 � a xn
2 + bxn � 1:

4.1.2.2 Time-con tin uous dynamical systems

Another very important class of dynamical systems are the time-continuous
dynamical systems. These systems occur in basically every discipline where
simulation is practiced, ranging from engineeringto physics, but are also used
in medicine, physiology, . . . .

AnT supports two di�eren t typesof basic time-continuous dynamical systems:
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� ordinary di�er ential equations (ODE):

_~x(t) = ~f (~x(t); f � g)

An examplefor this kind of dynamical systemis the famous lorenz63 sys-
tem. It wascreatedby the meteorologistLorenz in the year 1963,when he
tried to forecast the weather using a relatively simple three-dimensional
model. Working on this model, Lorenzdiscovereda characteristic behavior
of non-linear dynamical systems:using slightly di�eren t initial conditions,
the computed results weredramatically di�eren t. This e�ect of sensitivity
with respect to initial conditions has subsequently beennamed determin-
istic chaotic behavior.

Although Poincar�ehad already workedon systemsof di�eren tial equations
with similar behavior in 1902 and knew about non-stationary and non-
periodic asymptotic dynamics, only Lorenz' discovery becamewell-known
becauseonly then computational power in the necessaryscalewas widely
available.

The lorenz63 system is de�ned by the following set of equations:

_x(t) = s (y(t) � x(t))

_y(t) = x(t) (r � z(t)) � y(t)

_z(t) = x(t) y(t) � bz(t)

� delay di�er ential equations (DDE):

_~x(t) = ~f (~x(t); ~x(t � � ); f � g)

Delay di�eren tial equations are a speci�c subclassof the superordinated
classof functional di�er ential equations4. Functional di�eren tial equations
are used to model processesin which memory e�ects take place. Delay
di�eren tial equationsare usedin the special casewhen only oneparticular
past state (the so-calleddelayed state ~x(t � � )) of the system in
uences
the dynamics.

The time-delayed phaselocked loop (PLL) is an example for a delay dif-
ferential equation:

_z(t) = � R sinz(t � 1)

4.1.3 Comp osite dynamical systems

This classof dynamical systemsusually consistsof a large number of identical
subsystems5 arranged in a certain topology. The dynamical system within one
of thesecells can be of any of the basic classesof dynamical systemsmentioned

4 functional di�er ential equations will soon be supported by AnT
5so-called cells
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above (section 4.1.2). Often individual cells interact locally with other cells,
typical are nearest-neighbor interactions. Hence the calculation of the next
state of an individual cell is not only in
uenced by the current state of this cell
itself, but also by the current states of the nearestneighbors6.

An inherent property of thesesystemsis the capability to form spatio-temporal
structures.

In the following, the individual cells are numbered with the index i (where
i = 1; : : : ; N ), where N is the total number of cells and r is the number of
neighbors to each side that in
uence any given cell.

The generalcaseis to have a d-dimensional lattice of cells. However, it is always
possibleto transform a lattice of any dimension into a one-dimensionallattice.
Due to the transformation the neighborhood-relationship function changes,so
that in the resulting one-dimensionallattice the interactions are no longer nec-
essarily local.

In the following descriptionsonly one-dimensionalcompositedynamical systems
(consisting of a one-dimensionallattice of cellsthat are vector-valued) with local
interactions are considered.

� coupled map lattices (CML):

~x( i )
n +1 = ~f

�
~x( i � r )

n ; : : : ; ~x( i )
n ; ~x( i + r )

n ; f � g
�

� coupled ordinary di�er ential equations lattices (CODEL):

_~x( i ) (t) = ~f
�

~x( i � r ) (t); : : : ; ~x( i ) (t); : : : ; ~x( i + r ) (t); f � g
�

Oneexamplefor a coupledordinary di�eren tial equationslattice (CODEL)
are selection equations:

_x( i ) (t) = x( i ) (t)

0

@1 + (b� 1) x ( i ) (t)
2

� b
NX

j =1

x( j ) (t)
2

1

A

which occur in somechemical, physical and biological models.

The modi�ed coupled selection equations

_x( ij ) (t) = x( ij ) (t)

0

B
@1 + (2 b� 1) x ( ij ) (t)

2

� b

0

@
NX

i 0=1

x( i 0j ) (t)
2

+
NX

j 0=1

x( ij 0) (t)
2

1

A

1

C
A

6as de�ned by a neighborhood relationship function
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are used to solve so-called two index assignment problems which are a
special caseof combinatorial optimization problems. The emergingspatio-
temporal pattern describesthe �nal assignment.

� coupled delay di�er ential equations lattices (CDDEL):

_~x( i ) (t) = ~f
�

~x( i � r ) (t); : : : ; ~x( i ) (t); : : : ; ~x( i + r ) (t)

~x( i � r ) (t � � ); : : : ; ~x ( i ) (t � � ); : : : ;

~x( i + r ) (t � � ); f � g
�

4.1.4 Hybrid dynamical systems

As already mentioned above, the state of hybrid dynamical systemsconsistsof
both a continuous-valued and a discrete-valued part.

In hybrid systemsthe continuouspart of the next state dependsnot just on the
continuous part ~x of the current state vector, but also on the discrete part ~m
and vice versa.

Hybrid systemsoccur in many technical disciplines. They are useful to model
processeswhere di�eren t dynamical mechanisms take e�ect depending on cer-
tain conditions. Theseconditions are modeledin the discretepart of the system,
which are described by the discrete state variable m and the discrete part � of
the system-function below. The continuous part f of the system-function con-
tains a description of the di�eren t dynamic mechanisms.

� hybrid maps:

~xn +1 = ~f (~xn ; ~mn ; f � g)

~mn +1 = ~� (~xn ; ~mn ; f � g)

An exampleof a hybrid map is given by:

xn +1 =
�

� xn (1 � xn ) if xn < 1
2

� xn (xn � 1) + 1 if xn � 1
2

This systemis a hybrid variant of the logistic map. It is useful to explain
the sequenceof periodic orbits in the chaotic region of the logistic map.
Transformed into the notation de�ned above, it reads:

f (xn ; mn ; f �; � g) = (1 � mn )( � xn (1 � xn )) + mn (� xn (xn � 1) + 1)

� (xn ; mn ; f �; � g) = �
�

f (xn ; mn ; f �; � g) �
1
2

�

with

�( � ) =
�

0 if � < 0
1 if � � 0
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� hybrid ODEs:

_~x(t) = ~f (~x(t); ~m(t); f � g)

~m(t+ ) = ~� (~x(t); ~m(t); f � g)

For a moredetailed description of hybrid ODEs (in particular a description
of the notation usedabove) pleaserefer to the AnT documentation.

Chua's widely known systemthat describesan electroniccircuit containing
a non-linear resistor is de�ned by:

_x1(t) = � (x2(t) � x1(t) � h(x1(t)))

_x2(t) = x1(t) � x2(t) + x3(t)

_x3(t) = � � x2(t)

with

h(� ) =

8
<

:

b� + a � b if � > 1
a � if � 1 � � � 1
b� � a + b if � < � 1

This notation can easilybe transformed into the notation described above.

� hybrid DDEs:

_~x(t) = ~f (~x(t); ~x(t � � ); ~m(t); f � g)

~m(t+ ) = ~� (~x(t); ~m(t); f � g)

4.2 In tegration metho ds for ODEs and DDEs

AnT usesnumerical integration methods to simulate time-continuousdynamical
systemsrepresented by di�eren tial equationsor delay di�eren tial equations. As
a basic principle, numerical methods can only provide approximate results.

Several di�eren t integration methodsareprovided by AnT for the varioussystem
classes.Those integration methods di�er in their degreeof accuracy (order of
the method) and their expenseof CPU cycles (number of calls of the system-
function). In general,more calls of the system-function per iteration are needed
to achieve higher precision.

The user can easily select any integration method that belongsto the generic
Runge-Kutta integration schemeby supplying the corresponding butcher array.
To use this feature, one of the pre-de�ned butcher arrays can be selected. Ad-
ditionally any butcher array can be speci�ed by the user in the con�guration
�le.
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On the other hand, AnT's 
exible architecture allows the user to implement
completely new integration methods using C++ and to incorporate them into
AnT.

The following sectionssummarize the integration methods currently provided
by AnT.

4.2.1 One-step metho ds

4.2.1.1 Explicit metho ds

For performance reasons,the following Runge-Kutta integration schemesare
already implemented directly, although they alsoexist asbutcher array variants:

Method Order Function calls Butcher array

Euler forward O(1) 1
0

1

Heun O(2) 2
0
1 1

1
2

1
2

Midp oint O(2) 2
0
1
2

1
2
0 1

Ralston O(3) 3

0
1
2

1
2

3
4 0 3

4
2
9

3
9

4
9

Runge-Kutta-4 O(4) 4

0
1
2

1
2

1
2 0 1

2
1 0 0 1
0 1

6
2
6

2
6

1
6

For the following integration schemes, the corresponding butcher arrays are
already prede�ned:
Euler-Forward, Implicit-Euler , Midpoint, Heun, Ralston, Radau, Runge-Kutta-4,
Merson, rkf45, vern568, vern6710, sharp6712, dopri7813.

Other butcher arrays can easily be incorporated into AnT, or alternativ ely be
supplied in a con�guration �le.

4.2.1.2 Implicit metho ds

AnT also provides implementations for the two implicit integration schemes
Euler backward and Heun backward.
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4.2.2 Metho ds with memory

Of the various classesof methods with memory, currently only the AdamsBash-
forth integration scheme up to the maximal order of seven is implemented in
AnT.

4.3 Scanning a dynamical system

One major feature of AnT is to investigate a dynamical system in a scan run.
This means, that several simulation runs of the system are done each with a
di�eren t set of parameters(the so-calledscan parameters).

AnT o�ers several di�eren t scan-modes:

� Scanmode 0 doesa single run of the dynamical systemswith a �xed set
of parameters.

� Scanmode 1 doesa one-dimensionalscan: several runs of the dynamical
systemswhere one scanparameter is changedwith each run.

� Scanmodeshigher than 1 do a multidimensional scan,whereseveral scan
parametersare modi�ed during the scan.

A scan can modify nearly every parameter of the dynamical system and its
investigation. A scanparameter can be:

� A parameter of the system-function of the dynamical system.

� An initial value of the dynamical system.

� A parameter of an investigation method.

Each of thesescanparametersis contained in a so-calledscan item. A scanitem
modi�es the scan parameter during the scan run in a certain way. Currently
there are two di�eren t kinds of scanitems available in AnT:

� A linear scan item varies a scanparameter linearly betweena min- and a
max-value.

� A logarithmic scan item varies a scan parameter in a logarithmic way
betweena min- and a max-value.

In the future, more kinds of scan items will be added to AnT. Additionally ,
user-suppliedscanitems will be arranged for { with this feature, arbitrary ways
of traversing the scan-spacewill be possible.



4.4. INVESTIGA TION METHODS 27

4.4 In vestigation metho ds

AnT o�ers a great variety of investigation methods that can be usedto analyze
dynamical systems.Additional investigation methodscaneasilybe implemented
in C++ and integrated into AnT. Someinvestigation methods can only be used
in the so-calledsingle run mode of AnT (seesection 4.3).

The following sections give a rough overview of the prede�ned investigation
methods.

4.4.1 General analysis

This classof investigation methods contains basic tools for analyzing the tra-
jectory of a dynamical system.

� TrajectorySaver:
This method can be used to dump a tra jectory (i.e. the sequenceof all
statesresulting from the simulation, omitting a speci�ed transient) to disk.
This method is mainly intended for usein single run mode.

� PGM Saver:
This method is the equivalent of the TrajectorySaver for composite dy-
namical system (codel, cml). It producesoutput in the pgm format. It
can save segments of a tra jectory into �les.

� MinMaxV aluesCalculator:
This method savesminimal and maximal valuesof the components of the
state vector for each point in scanspace.

� StatisticsCalculator:
This method performs three statistical evaluations for each point in scan
space:calculation of meanvalues,standard deviations for each component
of the state vector and the calculation of the correlation coe�cien t between
all pairs of components of the state vector.

� WaveNumbersCalculator:
Characterization of the oscillations of single state variables. The wave
number of a state variable can be interpreted as an averagednumber of
minimums in the variable per step.

� VelocityCalculator:
Evaluate the velocity of the components of the state vector of a dynamical
system.
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4.4.2 Symbolic analysis

This method implements some quantitativ e measuresbased on the symbolic
dynamics approach. By dividing the phase space into partitions (which are
named by symbols), the behavior of the system can be observed in form of the
alternation of symbols (this sequenceof symbols corresponds to the way the
state of the system moves from one to the other partition of the phasespace).
The intention is to �lter out a lot of details of the system'sbehavior while still
being able to observe somerobust properties of the dynamics.

4.4.3 Fourier analysis

This method provides the classicalfrequency analysis. It performs the Fourier
transform of each component of the state vector: the real part, the imaginary
part, the so-calledpower-spectrum and the auto correlation function are calcu-
lated.

This method can be applied both in the time-continuous and the time-discrete
case.

4.4.4 Ly apuno v exp onent analysis

This method calculates Lyapunov exponents. Currently this method can only
be usedfor the basic dynamical systems(described in section 4.1.2), except for
DDEs.

An extension for hybrid systemswhich are basedon these basic systemsalso
exists, even though the usual mathematical de�nition of Lyapunov exponents
doesnot apply to such systems.

4.4.5 Perio d analysis

The period analysis method o�ers several di�eren t possibilities: Bifurcation
diagramscanbegenerated(while distinguishing betweencyclic and acyclic parts
of the orbit). It is possibleto detect regionsin scanspacewith speci�ed periods.
Furthermore, graphical iteration can be performed for one-dimensionalsystems.

Period analysis is only possiblefor time-discrete systems.

4.4.6 Regions analysis

This method can be used to further processthe output of period analysis. It
determinesregions in two-dimensionalscanspacethat have the sameperiod.

It is planned to extend this method so that it can be used not only on pe-
riod data. One possibility would be to determine regions where the Lyapunov
exponents are within a certain range.
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4.4.7 Poincar �e sections

An interesting feature of AnT is to allow for calculation of so-calledPoincar�e
sections. Here, the sequenceof piercing-points through a speci�c hyper-plane
of the state-space(or in fact any condition that leads to a discrete sequenceof
points in state space)of a continuous orbit is consideredas a new, derivative
orbit { forming a new, time-discrete map.

Of course,in most cases,this time-discrete map can not be expressedanalyti-
cally.
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Chapter 5

Arc hitecture of AnT

5.1 The orbit as a basic building blo ck of simu-
lation

One fundamental data structure in AnT used for the simulation of dynamical
systemsis the Orbit (also called tra jectory). The Orbit is a list containing the
current state and a certain number of past statesof the iteration of a dynamical
system (in the mathematical sensethe Orbit contains all past states of the
system).

An Orbit object in AnT consistsof two things:

� The bu�er that contains the tra jectory itself.

� The initial values of the system. The tra jectory data gets set to these
initial valueswhenever the Orbit is reseted.

States and initial values are stored in the form of vectors { the number of
elements per vector being the dimension of the state space.

5.1.1 Tra jectory

In the implementation of AnT the tra jectory is kept in a CyclicArray (see�gure
5.1). The CyclicArray contains a given number of the most recent states of
the system (maybe even all of the past states of the iteration). The number of
statesthat is kept dependson the active investigation methods or the integrator
that is used { it is determined dynamically during initialization by how many
past states the investigation methods and the integrator needto perform their
calculations.

31
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state vector

t-T t-T+1 tt-1

Figure 5.1: The cyclic array that contains the tra jectory

5.1.2 Initial values

Frequently , an initial value consistsof just one state { a single vector. But the
generalcase(shown in �gure 5.2) is to have a sequenceof initial values. This is
required for time delayed systems(such as recurrent map or DDE).

�3 �2 �1 0

Figure 5.2: An initial value (general case:a sequenceof initial values)

5.2 Description of a dynamical system: DynSys-
Data

A DynSysDataobject in AnT describesan entire dynamical system. It contains
an Orbit (seeabove), the parameters for the system and the system-function
itself (which for technical reasonsis contained in a so called Proxy object).

As AnT can handle di�eren t typesof dynamical systems,there are several kinds
of DynSysDataobjects: for di�eren t variations of continuoussystems,for maps,
for di�eren t variations of hybrid systems.
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5.3 An in tro duction to machines in the AnT
pro ject

In AnT there is the need to be able to combine di�eren t types of actions that
should be processedin someorder, often executing theseactions in a repetitiv e
manner. A common concept is to consider all such actions as transitions that
are inserted into a so-calledstate machine, which will executethem in a certain
order.

There are three di�eren t kinds of state machines in AnT, which are often com-
bined with each other in order to achieve a particular order of execution of
transitions. As already mentioned, a basic component of a state machine is a
transition. Generally speaking, a transition producesthe next state. A transi-
tion can either be a basic transition (an example for a transition in AnT would
be the execution of an iterator transition that transforms the current state xn

into the next state xn +1
1, or calling an investigation method to evaluate the

current state) or another entire state machine. The concept of inserting an en-
tire state machine into another oneasa transition is very powerful and 
exible.
It is usedextensively in AnT.

The di�eren t typesof machines are

� TransitionSequenc e:
A TransitionSequen ce consists of any number of transitions that are
processedone after another (see�gure 5.3).

Figure 5.3: A TransitionSequenc e

� PrePostStateMachi ne:
The PrePostStateMachin e (see�gure 5.4) is a specializedvariant of the
TransitionSequenc e. It has three transitions, which are namedpre, dur-
ing, and post. This is used in AnT to build machines that �rst set up
an environment (initialization) in the pre transition, then do the actual
work in the during transition and �nally do somecleanup or processingof
results in the post transition.

1 for a simple map, this iteration transition would just apply the system-function to the
current state
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pre postduring

Figure 5.4: A PrePostStateMachin e

� CyclicStateMachin e:
A CyclicStateMachi ne (see�gure 5.5) consistsof one transition that is
repeatedover and over again. It hasa 
ag that de�nes if the machine has
reached its �nal state. When the �nal state hasbeenreached, the machine
exits.

final state ?

Figure 5.5: A CyclicStateMachi ne

5.4 The IterMac hine

Building on the concept of machines, the IterMachine is a construct that is
usedto iterate a dynamical system (with one, �xed setting of the parameters).
The transitions within an IterMachine are mostly an iterator transition (for
a basic map the system function is executed once per iteration step) and the
investigation methods.

Investigation methods are put in the IterMachine dynamically, according to
the con�guration supplied by the user of AnT.

As seen in �gure 5.6, the IterMachine is a PrePostStateMachi ne: in the
pre transition everything is set up (investigation methods perform initializa-
tion for example). In the during transition the actual work is done within a
CyclicStateMachi ne: the next state of the system is determined (for a map,
the map iterator is called, for continuous system an integrator is called, which
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itself will make use of the system function), afterwards the new state is being
evaluated by all active investigation methods. All thesetransitions are executed
a number of times (oncefor each iteration step), until the CyclicStateMachin e
�nishes (usually after a speci�ed number of iterations has beenperformed). In
the post transition somecleanup is done and someinvestigation methods per-
form �nal evaluations.

transition sequence transition sequencecyclic statemachine

postduringpre

ite
ra

te

Figure 5.6: The IterMachine

5.5 The ScanMac hine

One level of abstraction higher than the IterMachine is the ScanMachine: its
task is to traversethe scan-space(consisting of all speci�ed scan-parameters)
and to investigate every point therein. Figure 5.7 outlines the architecture of a
ScanMachine.

Like the IterMachine , the ScanMachineis also a PrePostStateMachi ne. The
during transition contains a CyclicStateMachin e, which actually traversesthe
scan-space. This CyclicStateMachi ne itself contains a transition sequence,
consisting of several transitions:

� One of these transitions is an IterMachine as described in the previous
section. This IterMachine is called for each scan-point.

� After each run of the IterMachine the next set of scan parameters is
determined by a transition called scanNext. This transition also tells the
CyclicStateMachin e when the scanis complete and it can exit.

� Investigations methods can insert special transitions in all the transitions
of the PrePostStateMachi ne. In the pre transition there are transitions
that initialize investigation methods, in the during transition calculations
can be doneand in the post transition someinvestigation methods do �nal
evaluations.

� Finally there is a transition called OrbitResetter , which is called before
each scan-point in order to set the state of the IterMachine to the initial
values.
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transition sequence transition sequencecyclic statemachine

postduringpre
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Figure 5.7: The ScanMachine

5.6 In vestigation metho ds

As described in section 4.4, investigation methods are used in AnT to examine
the behavior of dynamical systems.AnT o�ers a variety of di�eren t investigation
methods. Out of this set of methods the user choosesa certain subsetthat will
be applied in a simulation run.

One investigation method can consist of oneor more di�eren t transitions. Typ-
ically there are three types of transitions for one investigation method: one
transition that initializes the method, which will be executedin the pre transi-
tion of either the IterMachine or the ScanMachine(depending on the type of
the investigation method). Another transition residesin the during transition,
within the CyclicStateMachi ne (this transition will therefore be called a num-
ber of times, corresponding to the number of iterations that the user speci�ed)
{ again either of the IterMachine or the ScanMachine. This transition doesthe
actual calculations of the investigation method. Finally there is one transition
that performs cleanup tasks (such as closing �les or deallocating memory used
by the method) that gets executedin the post transition.

During the startup of AnT each active method inserts its transitions into the
appropriate machines.

All results that areproducedby AnT are actually outputs of investigation meth-
ods. Theseoutputs are written into �les by the methods themselves. Opening
and closing of these �les is also handled by the methods internally.



Chapter 6

Sample Output

This chapter showsexamplesfor results obtained simulating di�eren t dynamical
systemsand using someinvestigation methods.

6.1 The logistic map

In �gure 6.1 the bifurcation diagram of the one-dimensional logistic map is
shown. Bifurcation diagramsaregeneratedusing the period analysis (seesection
4.4.5) investigation method.

In this example, the only parameter � is varied in the range [2:8; 4:0]. This
picture is an overlay of two outputs of period analysis: the cyclic bifurcation
diagram (showing all states with periods up to a certain limit) and the acyclic
bifurcation diagram.

0

0.2

0.4

0.6

0.8

1

2.8 3 3.2 3.4 3.6 3.8 4

x n

a

Figure 6.1: Bifurcation diagram of the logistic map
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In �gure 6.2 the corresponding Lyapunov diagram (seesection 4.4.4) is shown.
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a

Figure 6.2: Lyapunov exponents of the logistic map

6.2 The H�enon map

In �gure 6.3 the bifurcation diagram of the two-dimensional H�enon map (as
described in section4.1.2.1) is shown. Here, the parameter b = 0:3 stayed �xed,
while the parameter a was varied in the range [0; 1:4].
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Figure 6.3: Bifurcation diagram of the H�enon system

Figure 6.4 shows the period numbers (up to the selectedmaximal value of 32)
in the sameregion in parameter space.
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Figure 6.4: Period analysis of the H�enon map

6.3 Lorenz 63

The orbit of the Lorenz 63 system(as described in section4.1.2.2)at the param-
eter values r = 45:92, s = 16:0, b = 4:0 is shown in �gure 6.5. It is a classical
example for a so-called strange attractor. In continuous systems that do not
exhibit chaotic behavior, typical attractors could be �xed points or limit cycles,
while chaotic system-behavior leads to a geometrically complex attractor with
fractal structure.
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Figure 6.5: Strange attractor of the Lorenz 63 system
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6.4 Selection equations

Selection equations (described in section 4.1.3) are one example of composite
dynamical systems.Here, only a small composite systemconsisting of only �v e
cells is shown. Typically systemsconsisting of a substantially higher number
of cells are investigated. However, for demonstration purposes�v e cells can be
visualized much better. Figure 6.6 depicts the tra jectories of the �v e cells.

Notably, this system exhibits winner-takes-all behavior { only one system vari-
able reaches the value one asymptotically, while all other variables decay to
zero.
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Figure 6.6: Trajectories of an exampleselectionequation

6.5 A hybrid varian t of the logistic map

This system is the modi�ed variant of the classic logistic map mentioned in
section 4.1.4.

For this system it is interesting to seethe output of the regions investigation
method (described in section 4.4.6).

In the diagram (�gure 6.7) each white region represents an area in the two-
dimensional parameter spacewhere the dynamic of the system has a period
which is characteristic for that region. The diagram shows the period-adding
structure in parameter space.
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Figure 6.7: Regionsanalysis of the hybrid modi�cation of the logistic map
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Part I I

Extending AnT for
Distributed Simulation
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Chapter 7

In tro duction

AnT is a very generalsoftware packagefor the simulation of dynamical systems
[AnT]. A commonproblem for simulation is that it is a very calculation intensive
task { even on very fast computers a simulation run can easily take many days
or ever months to complete. In order to be able to conveniently simulate such
systemswith AnT, the calculations done with AnT are to be distributed over
a number of nodes. Enabling AnT for such distributed operation is discussedin
the following chapters.

The approach that was chosenhere is to view scan-points as the smallest unit
of work that can be computed independently . Work that has to be done for
a speci�c scan-point is by nature (in almost all cases)an entirely independent
task. Therefore de�ning scan-points asunits of work is a very obvious choice. A
singlerun (which correspondsto a scanconsistingof onescan-point) canalready
take a substantial amount of time to process.However, a scanconsisting of 102

to 106 scan-points takesmore time by approximately the samefactor.

To achieve distributed simulation, the work of AnT is split up into one AnT-
server and any number of AnT-clients. The server coordinates the work, dele-
gatesparts of the entire task to the clients and later collect the results from the
clients again. On the clients the actual calculations take place.
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Chapter 8

Requiremen ts to the
Extension of AnT

8.1 The previous version of distributed simula-
tion with AnT

The previous version 4.66 of AnT was written in C. At the time of this work
the current version of AnT is 4.667. It is a complete redesignand rewrite of
the simulator in C++. A main reason for this redesignwas the ever growing
amount of functionalit y of AnT { the goal of the new design is to keep the
structure of the software cleanand to provide for better and easierextensibility.
The extension for distributed simulation described in the following was also
facilitated by this new architecture.

Already in the previous version of AnT there was a mechanism for simulating
one dynamical system by using more than one node. To achieve this, the task
at hand wassplit into several parts (by an additional tool) beforethe beginning
of the run. Theseparts were then processedindependently by the nodes{ each
node processedits part of the task from beginning to end, an additional tool
merged the separate parts of the solution from all of the nodes after the run
was completed.

This solution has several drawbacks, though: additional tools are needed,the
simulation run is sensitive to the speed of the involved clients (if one partici-
pating node for somereasontakessubstantially longer to �nish its part of the
task while all other nodes are already done with their task, the whole run is
not complete until this node �nishes its task). It also reacts badly to failure of
client-nodes(for examplewhena node is rebooted). It is alsonecessaryto de�ne
the set of nodesthat will take part in the simulation run at the very beginning
{ this set of nodesis �xed over the courseof the entire run. On top of that, one
additional tool was producing con�guration �les for each single client involved
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in the scan. These con�guration �les were specifying the subset of scan-space
for each client, so this additional tool neededto be able to handle all types of
scan-items. In particular those scan-itemsthat progressthrough scan-spacein
non-linear manner are far from trivial to handle.

These restrictions and problems do not apply to the new way of distributed
simulation that is described in the following. Failures of client-nodes do not
disturb the processof the entire simulation run (only the central node, the
AnT-server which is coordinating the entire processof the simulation-run is
needed to work reliably over the course of the entire run). New nodes can
always join an ongoing simulation run. The tasks that are given to the clients
by the server are comparatively �ne-grained, so it is less likely that the entire
simulation is stalled by one single client that hasn't �nished its task.

8.2 Requiremen ts

In this section the requirements for the new realization of the distributed sim-
ulation of systemswill be described in greater detail:

A central requirement for the client/serv er variant of AnT is that every feature
of the standalonevariant has to be available directly 1.

Using the distributed variant of AnT has to be as user-friendly as possible. As
soon as the server and all of the clients have beenstarted, no more interaction
of the user should be necessaryduring normal operation of the involved nodes.
Problems of nodes that occur during the run should not a�ect the entire run {
at least to the furthest extent possible. In particular, failure of clients should
not a�ect the run (aside from the missing CPU time).

Balancing the load between the involved nodes should happen automatically
and according to the circumstancesof the moment { no user interaction should
be necessaryfor this. Every client should automatically participate in the entire
calculation according to its performance.

If running a certain simulation in standalonemode takesa certain time t, then
the desiredresult when running the samesimulation with n nodesof the same
CPU power would be that the simulation takesthe time t=n. In other words the
speedof the single nodes that are involved in the calculation as clients should
add up to the overall speed. The developed solution should come as close to
this ideal as possiblein as many casesas possible.

Extending AnT to support the described client/serv er functionalit y should have
as little impact as possibleon the designof AnT. Duplication of code has to be
prevented by all means. Also the extension should not lead to code that has
di�eren t behavior, depending on the run-mode (standalone, client or server) in
more places than necessary. All components of AnT that are not directly in-
volved in the network-communication should stay unchanged, or at least they

1 If at all possible: Only features that are available in scan-mode can actually be used.
Calculations for the single scan-points need to be entirely independent of each other.
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should not contain any such casedi�eren tiations. It is desired to have high lo-
cality of the code that implements everything speci�c to the client/serv er modes
of operation. In particular the implementation of the mathematical components
of AnT (e.g. investigation methods, integrators, . . . ) should not becomemore
complicated as theseare the components that are most likely to be changedor
added by users.
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Chapter 9

Arc hitecture

9.1 Overview of the extension to AnT

9.1.1 Mo des of operation

In this chapter it will be described how AnT is extended in order to make
distributed simulation of dynamical systems possible. Distributed simulation
means that several nodes on a network (but also several processorsthat are
part of onemultipro cessorsystem) collaboratively work on onesimulation task.

Up to this point, AnT was a program that always just ran on a single node,
independent of all other nodeson the network. Subsequently this non-network-
aware mode of operation will be called standalonemode.

In order to achieve distributed computation, there has to be a di�eren t run-
mode that is in someway aware of what other nodes are doing. If there was
only one type of network-capable run-mode for AnT, this would imply a peer-
to-peer solution: all instancesof AnT that are running would be of the same
kind. Sometimessuch architectures have great advantages, but almost always
a pure peer-to-peer topology leads to the problem that coordination between
instancesis very di�cult. Therefore the possibility of a peer-to-peer variant of
AnT was not pursued in this work.

Instead a client/serv er topology was chosen { this means that there are two
di�eren t variants of AnT that are network-aware: the AnT network client and
the AnT network server.

This meansthat altogether there are now three di�eren t modesof operation for
AnT:

� standalone,

� network client,

� network server.
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In the following, the network-aware run-modes client and server will be dis-
cussedin greater detail.

9.1.2 How clien t/serv er operation works

The client/serv er mode of AnT can be used only for scans. Becausethe need
to distribute work arises mostly becauseof the huge amount of computation
necessaryfor scans,this is no big restraint.

In networked operation of AnT the run-mode server has to be usedon exactly
one node { this AnT-server coordinates the work that has to be done. The
AnT-server itself doesnot perform the calculations for scan-points1, but assigns
scan-points to the clients. After a client has completed its share of work, the
server collects the results that the client reports:
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AnT client AnT client AnT client

AnT server
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Figure 9.1: Client/serv er operation of AnT

9.2 Flo w of control and distribution of work

9.2.1 Mo di�cation of the scanNext transition

As described in section 5.5, the ScanMachineof AnT has a central transition
named scanNext. In standalone mode, this transition selects the next scan-
point to investigate.

It seemslogical to modify the scanNext transition for networked operation: the
server has to choose the next scan-points for the clients and send them the
corresponding information, but does not actually work on them itself. On the
other hand, a client cannot determine by itself which scan-point is next { it has
to query the server for the next scan-point.

1The AnT-serv er does, however, perform the calculations that are located in the scanMa-
chine.post transition
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To this end, there are now three di�eren t variants of the scanNext transition {
one for each run-mode of AnT. The standalonevariant remains unchanged,the
client and server variants will be described in the following sections.

9.2.2 Net work comm unication on the clien t

On client-side, the scanNext transition queries the server for new scan-points
to work on:
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Figure 9.2: The scanNext transition on the client

9.2.3 Net work comm unication on the server

On the server-side,the necessarychangesare more profound: not only is there
the needto changethe scanNext transition, but also the entire 
o w of control
needsto be changed. The central reason for this is that the server needsto
handle scan-points in a very di�eren t way from how they are assignedby the
AnT engine. For example on the server it can be necessaryto assigna scan-
point more than once (reassigninga scan-point) when no result gets reported
(for examplewhen the client that worked on this scan-point has crashed).

So on the server the scanNext transition gets executed just once and handles
the entire scan internally. This scanNext transition only does management of
scan-points and handlescommunication with the clients.

This meansthat there is no IterMachine on the AnT-server (only the scanNext
transition gets executedonce in the during part of the server's ScanMachine).
However, ScanMachine.pre and ScanMachine.post exist only on the server
and get executed there (for example the regions analysis method described in
section 4.4.6 is located in ScanMachine.post of the AnT-server).
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9.3 Handling output from investigation meth-
ods

Apart from the communication that is necessarybetweenclient and server, there
is another form of communication that has to be changedwithin AnT in order
to be able to run in client/serv er mode: So far, investigation methods opened
�les themselvesand just wrote their output into these�les. While this works in
standalonemode, it clearly will not work in client/serv er operation.

There is the need to handle the output of investigation methods di�eren tly
depending on the run-mode. On the other hand, the implementation of investi-
gation methods needsto be as simple and clean as possible.

Therefore an abstraction layer for the output of investigation methods was cre-
ated: the class IOStreamFactory provides a common interface to be used by
investigation methods, with which those can output their data independently
of the run-mode. In order to implement the two di�eren t kinds of output, two
subclassesLocalIOStreamFactor y and NetIOStreamFactor y exist { depend-
ing on the run-mode, the right one of theseclassesis usedby the investigation
methods (which are not aware of the current run-mode themselves).

The central operations of the interface of IOStreamFactory are:

� getOStream(fileNa me):
This method opens a stream for output of data and returns an ostream
object. This ostream can be used to output data in the standard C++
way.

� commit() :
All data that has been written to an ostream that was created using
getOStream gets 
ushed (this is only meaningful in networked operation,
but can be called safely in standalonemode). This has to be called after
the data for one scan-point has beenwritten to the respective ostreams.

9.3.1 Output in standalone mode

In standalone mode, the classLocalIOStreamFacto ry gets used in the inves-
tigation methods. This classbehaves just as a wrapper for the ordinary C++
�le operations (using the classofstream ). Calling getOStream(fileN ame) pro-
ducesa pointer to an ofstream object that is associated with the �le filename
on the local �lesystem. This ofstream object can be usedin the usual way, for
exampleby applying the << operator.

Calling the commit() method of LocalIOStreamFact or y has no e�ect { here
this method is just provided so that no distinction betweenthe run-modeshas
to be made when using the IOStreamFactory .
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9.3.2 Output in clien t/serv er mode

When running AnT in client mode, the class NetIOStreamFact ory gets used
in the investigation methods. This class behaves as an abstraction layer for
communicating with the AnT-server: calling getOStream(fileN ame) produces
a pointer to an ostrstream object, this ostrstream can also be used in the
standard way. This object is also kept in the NetIOStreamFactory internally {
when commit() is called, the contents of all open ostrstream s get moved into
the anpClient communication object (seebelow). From there they will be sent
to the server after the results for all scan-points assignedto this client havebeen
calculated.

9.4 Managing the net work comm unication

Both the AnT-server and the AnT-client contain a component that handles
communication. Thesecomponents are implementing the server- and the client-
side of the AnT Network Protocol (ANP) respectively. ANP de�nes in which
way the communication between server and client has to be performed (for a
detailed description of ANP seesection 10.2).

ANPServer

AnT�Client

ANPClient

AnT�Server

Figure 9.3: The ANP communication objects on the server and the client

9.4.1 Comm unication on the clien t

The anpClient object on the AnT-client implements the client side part of the
AnT Network Protocol.

There is oneinstanceof the ANPClient classon the AnT-client that managesthe
communication with the server. This object provides calls to the AnT engine
for each operation that the client needsto do relating to the network:

� getConfig() :
get the con�guration data for the scanfrom the server (this is done once,
when the client is started)

� getScanPoint() :
get the next scan-point (from the communication object, which itself



56 CHAPTER 9. ARCHITECTURE

Server

Client

cl
ie

nt
S

ca
nN

ex
t ANPClient

+getConfig ()
+transmitScanData ()
+getScanPoint ()

Figure 9.4: The scanNext transition on the client

cachesscan-points according to the current block-size in order to increase
the performance)

� transmitScanData( ) :
givesthe results for onescan-point to the communication object (this call
alsocachesscan-points, until all results for the current block of scan-points
are �nished, in order to save communication)

Internally, the ANPClient classfetches and transmits data in blocks that con-
sist of multiple scan-points (the main reason for this is that opening network
connectionsis a relatively expensive operation, so the number of network com-
munications has to be kept low).

The interface of ANPClient hides this caching, so from the point of view of the
AnT engineon the client, calling getScanPoint() always just fetches a single
scan-point.

9.4.2 Comm unication on the server

The anpServer object on the AnT-server implements the server sidepart of the
AnT Network Protocol.

On the server the scanNext transition gets executedjust onceand handlesthe
entire scan internally.

The scanNext transition of the AnT-server calls the communicationLoop()
method of the communication object (the anpServer object), which handles
all communication on the server (see �gure 9.5). The communication object
contains three handlers for the di�eren t typesof requestsfrom clients that are
called by the communication loop (see�gure 9.6):

� handleGetConfig() :
sendsthe con�guration data for the current scanto a client
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Figure 9.5: The scanNext transition on the server
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Figure 9.6: The communicationLoop method
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� handleGetScanPoints( ) :
sendsa block of scan-points to a client

� handlePutScanPoin ts( ) :
acceptsthe results for a block of scan-points from a client

9.5 Scan-p oin t managemen t on the server

As has already been mentioned previously, the server does more than just get
the next scan-point from the AnT-engine. It needsto keeptrack of scan-points
that havebeenassignedand hasto remember these,in casea scan-point needsto
be reassigned.The capability to reassignscan-points is necessaryin order to be
able to handle malfunction of client nodesgracefully. The relevant functionalit y
for this is implemented in the classScanPointManagement .

In the following, the mechanisms for scan-point management in the server are
described.

9.5.1 Normal operation

From the point of view of the server, there are two typesof scan-points that are
not of concern:

� Those that are still to come,which will be announcedby the AnT engine
in the future. There is no information about these scan-points in the
anpServer or ScanPointManagement yet.

� Those which are entirely done { they have been assigned to a client,
the client has reported results and the results have beenwritten to disk.
There is no longer the needto keepany information regarding thesein the
anpServer or ScanPointManagement .

However, the server needsto keeptrack of two di�eren t setsof information:

� scanpoints that are currently in progress:
Theseare scan-points that have beenassignedto a client, but the results
have not yet beenreported back. The server needsto keepthe information
about thesescan-points in casethe needarisesto assignthem to another
client (for example when the original client never sendsa result because
of a malfunction). The order in which the scan-points have beenassigned
to clients is also stored so that the \oldest" scan-points can be reassigned
�rst.

� unsaved results:
This is data that clients have reported but which hasnot yet beenwritten
to disk. Results needto be saved in the correct order { the sameorder in
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which the AnT engine traversesthe scan-space(this is also the order in
which the scan-points get assignedto the anpServer by the AnT engine).
So if the clients report results in another order, someresults need to be
cached in memory until all results that have to be written out prior to
them are reported.

9.5.2 Reassigning scan-poin ts

There are two possiblereasonsfor reassigningscan-points:

� All scan-points have already beenassignedto clients, but a new client is
asking for a task. In this caseit might be a good strategy to reassign
some\old" scan-points to this client. The reasonwhy no results for this
scan-point have beenreported might be that the client that wasoriginally
working on it has crashed. Or the client might be very slow and unable
to report a result within reasonabletime.

The duration of the entire scancan not becomelonger becauseof reassign-
ing scan-points in this manner (however, the amount of total CPU-cycles
spent can!).

� There are a lot of unsaved results and the server is running out of memory
becauseof this. In this case,it is not entirely clear what to do:

The missing results (after which the server could write out some of its
unsaved results) might be reported very soon { in this casereassigning
the scan-points would be a bad strategy.

On the other hand, the responsibleclient might have crashed. In this case
it would be �ne to reassignthe scan-point again now instead of at the end
of the entire run.

The current implementation only does the �rst type of reassignment. When
implementing the secondtype of reassignment, there is the needto make some
\guess" about when it is a good time to reassigna scan-point. This will always
be a trade-o� between overall speed of the scan and the memory usageof the
AnT-server.

9.6 Fetching more than one scan-p oin t at a time

Openinga TCP network connection(seesection10.1.1)is a very time-consuming
operation. Becauseof this, it is often more e�cien t to open fewer connections
of which each transmits more data instead of more connectionsof which each
transmits smaller amounts of data.

In order to minimize the number of connectionsto the server that AnT-clients
open and closeduring a scan,more than one scan-point can be handled during
one communication cycle.
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9.6.1 Strategies for fetc hing on the clien t

In the current design the decision of how many scan-points should be fetched
in one block (the results are always reported in the sameblocks as the work is
assigned)is doneby the client. The reasoningbehind this is that the server does
not know about the clients at all { the server makesno assumptionsconcerning
clients. Thus only the client itself can decide what amount of scan-points is
reasonableto work on considering its own speed.

The goal of choosing an amount of scan-points that are transmitted as a block
is to �nd a good balancebetween

� minimizing the number of communications (establishing a network socket
connection is an expensive operation),

� not transmitting an undue amount of data asa result (output of investiga-
tion methods) in oneblock (the transfer time for the assignedscan-points
and for the result that is sent back should not be overly long, as the server
is blocked and can't processrequestsfrom other clients during that time)
and

� not having too much reassignment of scan-points happening closeto the
end of a scan. The extremecaseof this problem is when each client fetches
all available scan-points and each client just works on the sameset of scan-
points. To someextent this e�ect always happens close to the end of a
scan(so a possibleoptimization would be to minimize it).

Theseaims contradict each other, so it is not obvious which block-size is good
for a given simulation run. As outlined above, there are a number of in
uences
on the optimal block-size.

The current implementation provides two ways to choosethe sizeof the blocks
that get transferred:

� Selecta certain �xed number of scan-points that will always be transferred
at a time.

� Select a certain amount of time that the clients should be busy between
two interactions with the server. The number of scan-points per block
changesover the courseof a scanaccording to the time a block takeson
the client to be completed { the block-sizeadapts to the work-load on the
node that a client is running on, di�eren t complexity of the dynamical
system in di�eren t parts of scan-spaceand to all other in
uences on the
client's speedof processingthe assignedscan-points.

A more detailed discussion on the topic of block-size and its impact on the
overall performanceof a distributed simulator run can be found in chapter 11.



Chapter 10

Net work Comm unication

This chapter describes how AnT-clients communicate with the AnT-server.
Therefore �rst the TCP/IP protocol suite and Internet Sockets will be intro-
duced. Then the socket++ class library will be presented. This library o�ers
a C++ interface to Internet Sockets and is used by AnT to communicate over
a TCP/IP network. Then the AnT Network Protocol will be discussed. This
communication protocol de�nes the actual communication betweenAnT-clients
and AnT-server.

The chapter then concludeswith somethoughts on security in the context of
the AnT Network Protocol.

10.1 The comm unication layer

10.1.1 TCP/IP

The Internet as it exists today is built on the TCP/IP protocol suite that was
intro duced in the year 1983. The constant growth of the Internet - it doubles
in sizeabout every year - brought massive popularit y to TCP/IP , which is now
in widespreaduse in both scienti�c and corporate context.

At the time of this work, competing network protocols, such as IPX, SNA or
UUCP only have any signi�cance in small niche markets. For this reason, the
communication protocol of the distributed versionof AnT is basedon TCP/IP .

The TCP/IP protocol suite getsits namefrom the two most important protocols
that belong to it: the TransmissionControl Protocol and the Internet Protocol,
although it includes many other protocols too. A more detailed discussionof
TCP and IP can be found in the respective RFCs, [rfc791] and [rfc793].

The architecture of TCP/IP can be divided into four layers [hun98] (see�gure
10.1):
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� The lowest layer is the Network AccessLayer. It abstracts the technical
details of the underlying network. For each physical network standard
(such asToken-Ring or Ethernet) a Network AccessProtocol has to be de-
veloped, that, among other things, handles the encapsulationof IP data-
grams into the frames transmitted by the network and takes care of the
mapping of IP addressesto physical network addresses.

� Above the Network AccessLayer lies the Internet Layer. This layer im-
plements IP, the Internet Protocol. All higher layers use IP to transport
data. The responsibilities of the Internet Layer include segmenting data
into datagrams and routing datagrams to remote hosts.

� The next layer is the Host-to-Host Transport Layer. The User Datagram
Protocol (UDP) and the Transmission Control Protocol (TCP) reside in
this layer. Most applications usetheseprotocols to transport data.

UDP provides a low-overhead,connection-lessdatagram delivery service.
UDP is an unreliable protocol. It doesnot guarantee that datagrams are
delivered in the right order, or at all. If, however, a datagram is delivered,
the data is guaranteed to be error-free.

TCP, in contrast, is a reliable, connection-oriented protocol. All data-
grams are guaranteed to be delivered and the sequenceof the datagrams
is preserved. As a drawback, TCP has a higher overhead compared to
UDP. Becausereliabilit y is crucial for AnT, TCP is used as communica-
tion protocol.

� The highest layer is the so-calledApplication Layer. This layer includes
well-known application protocols such as telnet, FTP, SMTP or HTTP .
The distributed version of AnT also residesin this layer.

10.1.2 In ternet Sockets

The application protocols that are implemented at the Application Layer of
TCP/IP described earlier, useso-calledInternet Sockets to exchangedata over
a TCP/IP network1.

There are basically two kinds of Internet Sockets, Datagram Socketsand Stream
Sockets2 [beej2001].

Datagram Sockets use the User Datagram Protocol (UDP) to send messages.
Becauseof the properties of UDP discussedin section10.1.1,Datagram Sockets
are connection-lessand unreliable. Datagram Sockets are used in application
protocols like tftp and bootp.

1There also exist so-called UNIX Domain Sockets, that are used for interpro cesscommu-
nication. In this context only Internet Sockets are of interest.

2Sometimes also called TCP Sockets.
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Figure 10.1: Layers in the TCP/IP protocol suite [hun98]

Stream Sockets in contrast usethe TransmissionControl Protocol (TCP). TCP
guaranteesthe reliable delivery of data. TCP is a reliable, connection-oriented,
byte-stream protocol. ThereforeStream Sockets are reliable, two-way connected
communication streams. Stream Sockets are in widespreaduse, for example in
application protocols like telnet or HTTP .

TCP achieves reliabilit y by a mechanism called Positive Acknowledgment with
Re-transmission (PAR). The senderretransmits a message,if it doesn't receive
an acknowledgemessagefrom the remotesystemin time. Each messagecontains
a checksum, so the recipient can check if the data is undamaged. Messagesalso
contain a sequencenumber that can be used to identify duplicated messages
and to preserve the sequenceof the messages.

Connection-oriented meansthat a connectionbetweentwo hostshasto be estab-
lished �rst, beforeany data can be transmitted. TCP usesa so-calledthree-way
handshaketo establish a connection3. Once the connection is established,data
can be sent in both directions.

TCP handles the data it sendsas a continuous stream of bytes. To an appli-
cation, Stream Sockets look just like sequential �les. The system calls to read
from and write to Stream Sockets are the sameasthe systemcalls that are used
to read and write �les.

As has beenseen,Stream Sockets are a reliable and comfortable meansof com-
munication betweenremote hosts. The application protocol that is used in the

3This handshake is not to be confused with the ANP-handshak e described in the section
10.2.2.
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distributed version of AnT usesStream Sockets to exchange commands and
data between the clients and the server. The term Socket from now on always
addressesStream Sockets in this document.

10.1.3 Clien t-Serv er programming with sockets

The Client-Server model is very popular in network programming. Almost all
well-known network servicesuse this model. Telnet for instance consists of a
telnet server running as a daemon(telnetd) and a telnet client that is called by
the user (the telnet program itself ). There are many other client/serv er pairs,
such as ftp/ftp d, ssh/sshdor web browser/http d.

Request

Client Server

Response

Figure 10.2: The Client-Server model

Figure 10.2summarizesthe interactions betweenthe client and the server. The
communication is always initiated by the client by sending a request to the
server. The server then sendsa responseto the client and the communication
is ended. Often more than one client can talk with a server.

The Client-Server model can be implemented in many di�eren t ways - using
Datagram Sockets, Stream Sockets or any other communication protocol. In
AnT the Client-Server model is implemented using Stream Sockets. Figure 10.3
shows the system calls that take place in a simple client/serv er example using
Stream Sockets [beej2001].

� At �rst the server is started. The server createsa new socket with the
socket() system call.

� It then calls bind() to assigna port number to the socket.

� The listen() systemcall preparesthe server to accept incoming connec-
tions.

� The server then waits for a client to connect calling accept() .

� Now a client can be started. The client also has to create a socket �rst
using the socket() call.

� Then the client has to bind() the socket to a local port number.

� The client then can establish a socket connection to the server using the
connect() system call.
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Figure 10.3: Implementing the Client-Server model with Stream Sockets

� Once the connection is established both server and client can send and
receive data with the send() and recv() system calls.

� When all communication is done, both client and server call close() to
closethe socket connection.

The server then loopsback to the accept() call to handle further client requests.
If more than oneclient starts a requestat the sametime, the connect() requests
are stored in a queueand handled by the server one by one.

It is also possible that the server creates a new thread (or forks) after the
accept() call and the client is handled by a di�eren t thread (or process).The
server then immediately returns to the accept() call. In this case,the server can
handle several clients at the sametime. This approach can be usedto improve
the performanceof the server, but makesit generally more di�cult to program
the server, in particular when the server threads needto be synchronized. The
AnT-server as it is implemented now does handle the clients in one single-
threaded task.

Although a C++ wrapper class(seesection 10.1.4) is used in AnT to program
sockets instead of the basic system calls, the sameprinciples for the communi-
cation betweenthe AnT-server and the AnT-clients as the onesexplained here
apply.
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10.1.4 The C++ socket library

The C++ classlibrary socket++ is usedto implement the network-components
of AnT [socket++ ]. This library provides a family of classesfor a variety of
di�eren t socket types, such as UNIX Domain Sockets, Datagram Sockets and
Stream Sockets. These classeshave the advantage that they have the same
interface as the standard C++ iostream classes,so type-safeinput and output
can be performed. The convenient operators << and >> can be usedaswith any
other kind of stream to read and write data.

The socket++ library wasoriginally developed by Gnanasekaran Swaminathan.
The latest o�cial version is 1.11, which was releasedin 1997. Since then the
development of socket++ seemsto have stopped. However, somework on the
original sourceshas beendone by Lauri Nurmi [socket++ln ], who modi�ed the
socket++ classesin 2001 to make them compile with the GCC compiler on
GNU/Lin ux. For use in AnT, this version was further modi�ed to compile on
FreeBSD and Solaris (see[socket++nld ]).

This following sections will give an intro duction to the socket classesused in
the network extensionof AnT.

10.1.4.1 The sockinetbuf class

The sockinetbuf classis the foundation for all Internet Socket communication
within the socket++ classes. It derives from the sockbuf class (a socket++
class)which itself is derived from the streambuf classof the standard iostream
library .

Every iostream classcontains such a bu�er classas a member (for example a
ofstream classcontains a filebuf class). The sockinetbuf classis contained
in a iosockinet classwhich will be discussedin the following section.

The sockinetbuf can be usedto call all the basicsocket systemcalls described
in section 10.1.3.

Theseinclude calls to open and closesocket connections(�gure 10.3shows how
thesesystem calls work together):

� bind() binds a socket to a local port number.

� connect() establishesa socket connection.

� listen() makesa socket ready to accept incoming socket connections.

� accept() waits for an incoming socket connection.

There are basic calls to write and read data via socket connections:

� write() or send() to senddata over a socket connection.

� read() or recv() to receive data from a socket connection.
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Additionally sockinetbuf o�ers plenty of methods to set and retrieve socket
options4 and to ask for the current state5 of a socket.

10.1.4.2 The ioso ckinet class

The iosockinet classis the classusedin AnT to read and write from a socket
connection in a convenient manner. As mentioned earlier, it o�ers the same
interface as the standard C++ iostream classes.It can therefore be used the
sameway as for instance a iofstream classto read and write data from a �le.

For example

iosock << "hello world";

sends"hello world" over a socket connection. The sameway strings, integers,
and 
oats can be sent over a socket connection6:

string s = "hello world";
long l = 1;
double d = 1.0;

iosock << s << endl
<< l << endl
<< d << endl;

Receiving the data on the other end of the socket connection works quite the
sameway. The type conversionsare handled by the stream class:

string s;
long l;
double d;

iosock >> s
>> l
>> d;

In AnT however the >> operator is not usedto read data from a socket, because
it stops reading data after each whitespacecharacter { so it is not possible to
read a complete line that contains white-spacesat once7.

Instead the getline() method is usedto read a complete line of data and the
read() method is usedto read a certain amount of data from the socket { both
of these methods are provided by every iostream class. A drawback of these
methods is that they operate on char -pointers (which are not as 
exible as

4such as bu�er-sizes or read- and write-timeouts
5 if a socket connection is open, if data is ready to be read, . . .
6 the actual data is always sent over the socket connection in ASCI I format
7 this is a general behavior of all iostream classes
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string objects). For this reasonAnT implements its own methods that hide
getline() and read() and o�er a string basedinterface.

An iosockinet object always contains a sockinetbuf object (as described
in the previous section), that handles the actual socket communication. This
sockinetbuf object can be accesseddirectly using the -> operator, which is
overloaded for the iosockinet class. So iosock->bind() can be used with a
iosockinet object to call the bind() method of the underlying sockinetbuf
object.

10.1.4.3 The use of socket++ in the ANP-serv er

The following example outlines the use of the sockinetbuf and iosockinet
classesin the AnT-server. It corresponds to the server part of �gure 10.3:

sockinetbuf sockbuf (sockbuf::sock_s tr eam);
sockbuf.bind (serverHostName.c_ st r (), ANT_PORT);
sockbuf.listen ();

First a sockinetbuf object is created. This object is used to accept incoming
socket-connections.Sendingand receivingdata will later be handled by another
object { therefore the iostream interface of the iosockinet is not neededand
a sockinetbuf object is su�cien t.

The bind() call tells the socket on which host address and port number it
should listen for incoming connections. The listen() call preparesthe socket
to accept incoming connections.

while (!final)
{

iosockinet s (sockbuf.accept ());

Now the socket is waiting for an incoming connection. As soon as a connection
with a client is established, a new iosockinet object is created that handles
this connection. If the server is to be made multi-threaded, this is the place
to create a new thread to handle the incoming connection. As a new object is
created for every new connection, a new accept() call (which blocks until the
next incoming connection occurs) can be made right away.

if (handshake (s))
{

string command;
getLine (s, command);

if (command== PUT_SCANPOINTS)
handlePutScanPoi nt s (s);

else if (command== GET_SCANPOINTS)
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....

....
}

}

Now the newly created iosockinet object s can be used to send and receive
data (�rst o�, the ANP-handshake, afterwards the handler that corresponds to
the requestof the client). Oncethe client's requestis handled, the server returns
to the accept() call unlessthe final 
ag is set and the simulation is �nished.

The iosockinet object will be destructed, as the while -loop jumps back to its
start and the socket connection will be closed.

10.1.4.4 The use of socket++ in the ANP-clien t

This section describes how the client opens and closesa socket connection to
the server. The following code example illustrates the process:

iosockinet& iosock = *(new iosockinet (sockbuf::sock_s tre am));
iosock->bind ();
iosock->connect (*serverAddress);

On the client a single iosockinet object is usedto establishthe connectionand
to send and receive data. Therefore the -> operator has to be used to access
the underlying sockinetbuf object.

First the iosockinet object is created. It then binds to somelocal port number
that is assignedby the operating system. The connection() call then tries to
establish a connection to the server. Once this connection is established,data
can be sent in both directions.

10.2 The AnT Net work Proto col

10.2.1 In tro duction

As discussedearlier, the Client-Server model is used in the network version of
AnT. Therefore AnT is divided into one AnT-server and one or many AnT-
clients. The AnT Network-Protocol (ANP) de�nes the communication events
that can take place between an AnT-client and an AnT-server. These events
are so-calledANP-commands.

ANP usesStream Sockets as described in section 10.1.2. Therefore the partic-
ipating nodes have to be connectedby a TCP/IP network in such a way that
each client can establish a TCP connection with the server at any time.

It is always the AnT-client that initiates communication with the AnT-server.
The server thus has to be started prior to any client and is always waiting
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for a client to send an ANP-command. Figure 10.4 shows the life-cycle of an
AnT-client. The �gure also shows all available ANP-commands.

Calculating ScanpointsGET CONFIG

GET SCANPOINTS

PUT SCANPOINTS

End of the Client

Initialization of the Client

Start of the Client

Figure 10.4: Life-cycle of an AnT-client

The GETCONFIGcommand is called onceduring the startup of a client to fetch
the con�guration data from the server. During calculation the GETSCANPOINTS
and the PUTSCANPOINTScommandsare called several times to get new scan-
points from the server and to report the results back to the server. The subse-
quent sectionsdescribe the individual ANP-commands in detail.

ANP asdescribed in this document has the versionANP/1.0. As changesto the
protocol becomenecessary, a new ANP-versionnumber hasto be assignedto the
new protocol. This is intended to avoid problemswhen incompatible versionsof
an ANP-server and an ANP-client try to communicate (the handshakediscussed
in the following section is designedto detect such problems).

10.2.2 Establishing a connection

Every communication between a client and the server is precededby a hand-
shake: the client sendsits ANP-version and the name of the active dynamical
system to the server. The client then waits for the server to reply.

Client sends:

ANP/1.0
lorenz63

The server checks if the client has loaded the same dynamical system as the
server (by comparing the transmitted name of the system) and if the ANP-
version of the client is compatible with the ANP-version of the server. If the
client meets both requirements, the server sendsa reply containing the ANP-
version of the server.



10.2. THE ANT NETW ORK PROTOCOL 71

Receiving this message,the client knows that the connection has beensuccess-
fully established. The server now expects the client to sendan ANP-command
(lik e GETCONFIGor PUTSCANPOINTS, which will be described in the following
sections).

Server sends:

ANP/1.0

If, on the other hand, the client has not loaded the samedynamical system as
the server, or the ANP-version of the client is not compatible with the ANP-
version of the server, the server tells the client that the connection failed. This
CONNECTFAILEDmessageis followed by an error messageexplaining what went
wrong. The client exits with a respective error messagewhen receiving such a
reply from the server.

Server sends:

CONNECTFAILED
<error message>

This handshake takesplace prior to every single ANP-command a client sends
to the server. The intention of this handshake is to prevent mistakes of the
user { it is not su�cien t to prevent a malicious client or server from exploiting
the communication protocol. Seechapter 10.3 for a more detailed discussionof
security in regard to ANP.

10.2.3 Initialization of a clien t

After a client has been started, the �rst thing the client does is to fetch a
con�guration �le (seesection 3.3) from the server. The client initializes itself
according to this con�guration �le.

Therefore the client �rst establishesa connectionusing the handshake described
in section 10.2.2. It then sendsthe ANP-command GETCONFIGto the server
and waits for the server to sendthe con�guration �le:

Client sends:

GETCONFIG

The server answersto this commandby sendingthe content of the con�guration
�le followed by an EOFcharacter and closesthe connection afterwards.

Server sends:

<contents of the configuration file>
EOF
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10.2.4 Requesting scan-poin ts

Using the ANP-command GETSCANPOINTSthe client can request new scan-
points from the server. A client usually does this right after it has initialized
itself (see section 10.2.3) or after it has reported the result for all previously
fetched scan-points (seesection 10.2.5). Once again the client �rst has to per-
form a handshake (as described in section 10.2.2) before the GETSCANPOINTS
command can be sent.

The client tells the server how many scan-points it would like to fetch. The
user of each client speci�es, how this amount is to be determined. Either the
amount is �xed, or the client tries to fetch as many scan-points as neededto
keepit busy for a certain amount of time (seechapter 18 for more details).

Client sends:

GETSCANPOINTS
<number of scan-points>

� <number of scan-points> is the number of scan-points the client would
like to get from the server.

If there are any scan-points available, the server answers as follows:

Server sends:

<number of scan-points>
<scan-point>*

� <number of scan-points> is the number of scan-points that the server
is about to sendto the client. This may be up to as many scan-points as
the client requestedfrom the server (However, the server might sendfewer
scan-points as requested,in particular near the end of the calculation).

� <scan-point>* are the individual scan-points. Each <scan-point> is
transmitted as follows:

Server sends:

<sequence number>
<length of scanpoint description>
<scanpoint description>

{ <sequence number>is a consecutive number that is assignedto the
scan-point by the server. The server usesthis number to be able to
associate results reported by the clients with a scan-point. Therefore
the server expects this number to be reported by the client along
with the results for the scan-point.
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{ <length of scan-point description> is the length of the subse-
quent description of a scan-point in bytes.

{ <scan-point description> is the ASCII representation of a scan-
point.

If, on the other hand, the calculation is complete and the server has no more
scan-points to assignto the client, the server replies a 0 to the client (0 scan-
points available) and closesthe connection. The client here-upon exits (see
section 10.2.6).

Server sends:

0

10.2.5 Rep orting results

If a client has calculated the results for all scan-points assignedto it, it re-
ports the results back to the server. To initiate this, the client sendsthe ANP-
command PUTSCANPOINTSto the server (after establishing a connection with
the server as described in section 10.2.2).

The PUTSCANPOINTScommand is followed by the number of scan-points for
which results are to be reported. Then the individual scan-point results are
transmitted.

Client sends:

PUTSCANPOINTS
<number of scan-points>
<scan-result>*

� <number of scan-points> is the number of scan-points that the client is
going to report results for.

� <scan-result>* are the individual results for the scan-points. Each
<scan-result> consistsof the following three parts:

Client sends:

<sequence number>
<number of files>
<file>*

{ <sequence number>is the sequencenumber that the server trans-
mitted along with the scan-point initially (seesection 10.2.4).
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{ <number of files> is the number of �les that the result for this
scan-point consists of. The individual �les are transmitted after-
wards8.

{ <file>* are the �les that contain the results. Each <file> consists
of three parts which are constructed as follows:

Client sends:

<filename>
<length of file>
<file contents>

� <filename> is the name of the �le.
� <length of file> is the length of the following �le contents in

bytes.
� <file contents> are the contents of the �le asplain ASCII text.

When the last scan-point is transmitted the client endsthe communication. The
server doesn't sendany acknowledgment.

10.2.6 Terminating the server and the clien ts

The server's during transition exits (and thus the ANPServer object gets de-
structed) as soon as results have been reported for every scan-point by the
clients (after that, the server executesits post transition, which can for example
contain transitions that belong to an investigation method). Becausethe server
doesn't managea list of participating clients, it can't tell every client to quit.
Instead, the clients exit if they can't establisha network connectionto the server
anymore (which they can't after the ANPServer object has beendestructed).

As an exception, the �rst client that can't fetch any new scan-points exists
after receiving 0 for the number of available scan-points as response for the
ANP-command GETSCANPOINTS(seesection 10.2.4).

If onewants to stop a simulation run, only the server needsto be stopped. The
clients will thereafter exit automatically (after their next attempt to connect to
the server).

10.2.7 Restarting an AnT-serv er

When stopping the AnT-server on a given machine and starting it again (after
a short period of time), it can happen that the TCP port that the AnT-server
tries to bind to has not yet beenreleasedby the kernel.

This problem is not related to AnT in particular (also see[socketfaq]) { under
certain circumstancesthe socket that the server usedwhile it was running goes

8number of �les can also be zero



10.3. SECURITY 75

into a state called TIMEWAITand stays there for a certain time. During this
time, it is not possibleto bind() to this port. This is not a bug, but rather a
feature of TCP/IP .

One noticeablee�ect of this is that after an AnT-server hasstopped, it is impos-
sible to start it again during a certain period of time. The length of this period
of time depends on the operating system. On Solaris it is 4 minutes while on
many other systems(including GNU/Lin ux) it is 1 minute.

In caseof this failure, the AnT-server exits with an error messageof the form

Could not bind to address '<hostname>:<por t> '

10.3 Securit y

This sectionwill discusssecurity issuesconnectedwith the networked operation
of AnT and the AnT Network Protocol.

10.3.1 Basic assumptions

In computer networks two generally di�eren t sorts of attacks have to be consid-
ered: attacks that only listen to communication on the network (eavesdropping)
and attacks that changeexisting communication or produce communication by
themselves.

In this work, the basic assumption is that eavesdroppingon the communication
of AnT is no risk by itself { the reasoningbeing that the calculations that are
made are not of a con�dent nature. If this assumption is not true in some
application of AnT, then either the entire concept of ANP has to be changed
accordingly, or the network needsto be securedin an appropriate way (�re-
walling, control, encryption, . . . ). In universities and similar environments,
such secrecyshould usually not be any concern.

In contrast to this, activechangesof the communication betweenAnT-client and
server have to be rated di�eren tly . Attacks to computers that are connectedto
the Internet are part of life on the net { every servicethat is running on a system
that is connectedto the Internet is a potential security risk. This also applies
to the AnT-server.

But as AnT and in extension ANP will in all likelihood never be spread very
widely, it seemssafeto assumethat attacks to ANP will not happen on a large
scale{ if anything, attackers will most likely be not overly motivated.

The most likely type of attack will probably have the form of a \prank", or
a \practical joke" in a context where AnT will be used (for example within a
university). ANP is designedto withstand such attacks to a certain degree(the
main obstacle is to challengethe client to announcethe name of the dynamical
system which is currently being simulated).
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10.3.2 Filenames for output-�les

Having the server store results in an arbitrarily named�le that can be chosenby
any AnT-client posesan enormousrisk. A malicious client could try to change
important con�guration �les or corrupt data this way (editing $HOME/.rhosts
on the machine the AnT-server runs on is not something that the AnT-client
should be allowed to do).

To minimize the possibilities of such an attack, the server only accepts�lenames
of a certain form. It is not allowed to change to a directory above the current
one (that the AnT-server was started from) { in particular \..", \ � " and a \/"
at the beginning of the �lename are not allowed.

Legal �lenames are de�ned by the following regular expression:

<alphanum> = [a-zA-Z0-9_]
<slash> = /
<dot> = .

<filename> = <alphanum>+ ( <slash> <alphanum>+ )*
<dot> <alphanum> <alphanum> <alphanum>

Filenames which can't be produced by the regular expression<filename> get
ignored by the server, the corresponding data is lost and a warning of the form

ANPServer: Invalid filename '<filename>'

is printed on the server's console.

10.3.3 A ttac ks of the comm unication between clien t and
server

10.3.3.1 Eavesdropping on the comm unication

As already stated above, in the design of ANP it was assumedthat there is
no danger in eavesdropping itself. Therefore if an attacker has the means to
eavesdropon the net (for this being root on a machine on the samenetwork is
usually needed),ANP can do nothing to stop him.

In general, if no encryption of the entire communication is done, there is no
protection against eavesdropping (just as with most other internet protocols
like http, ftp, electronic mail, nfs, . . . ).

10.3.3.2 A ttac ks by a malicious clien t

The AnT Network Protocol provides basic protection against an attack by a
malicious client (which could be a program written from scratch, designedto
disrupt the operation of a simulation conductedwith AnT or a modi�ed version
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of AnT itself ) by demanding the complete ANP-handshake before the actual
communication takesplace{ a client that is not able to fully perform the hand-
shake will not be able to interfere with the calculation itself (to complete the
handshake, knowledge of the name of the system that is being simulated is
necessary9).

At best, a malicious client that doesnot know the right systemnamecan block
the AnT-server by connecting to it without communicating at all (this would
amount to a denial-of-service attack).

A malicious client that knows the right system name on the other hand can
interfere with the calculation in very disruptiv e ways, worst of all sending the
server wrong results.

To successfullyattack AnT in this way the attacker needseither insider knowl-
edgeor the abilit y to eavesdropon the network (or a list of namesof dynamical
systemsto conduct a brute-force word-list attack).

10.3.3.3 Manipulation of comm unication

In this case,manipulation of communication amounts to the sameas the com-
bination of eavesdroppingand a malicious client { it is possible to pollute the
results of the simulation by manipulating results as they are being sent to the
server.

Another possibleattack would be to make the clients useup all their CPU time
without actually generating any results (by changing the con�guration �le that
is sent from server to client, for example) { this would alsobe a denial-of-service
attack.

10.3.4 A ttac ks on the lower layers

So far, the security of the ANP layer was considered.But there is also the risk
that any of the layers below the application layer might be vulnerable to some
sort of attack { libsocket++ might have bugs, the underlying socket-libraries of
the operating system,the standard C++ library , the implementation of TCP/IP
in the operating system. Many security holesthat get exploited are not 
a ws of
the attacked program itself, but problemsof a speci�c library that this program
uses(in particular bu�er over
ows are regularly provoked this way).

Such attacks could ultimately lead to a break-in into the account of the user in
which the AnT-server is running.

9An attacker with the abilit y to eavesdrop on the communication can of course trivially
obtain the system-name. However, eavesdropping on a network is typically harder than only
communicating with a server.
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10.3.5 Minimizing the risk

Running the AnT-server from a privileged user account has to be considered
a risk, even if no attack is known at this time. If there is the need to take as
little risk as possiblewhile using the AnT-server, it might be best to create a
user account that doesnothing but run the AnT-server. This way, the possible
damage by a successfulattack on the AnT-server can be kept within certain
limits.



Chapter 11

Benchmarks

This chapter givesdetails about the performanceof the client/serv er variant of
AnT described in the previous chapters. It is investigatedif the implementation
can satisfy the requirements regarding its performance.

11.1 Environmen t for benchmarking

11.1.1 AnT

The benchmarks in section 11.2 were performed with the cvs version of AnT as
of the 20/07/2001. The benchmarks in section 11.3 were performed with the
cvs version as of the late afternoon 25/07/2001.

Two command-lineswitches(for moredetailed information about the command-
line switchesof AnT seechapter 18) of the AnT program are usedto in
uence
the block-size:

� -p to set the block-size to a �xed, given value.

� -t to set the block-size to a dynamically calculated value, so that the
client works a given number of secondper block.

11.1.2 No des used

In order to have as few side-e�ects aspossiblein
uencing the measurement, the
nodesusedwere chosento be very homogeneous.

As AnT-server a machine named guinevere was used.

� guinevere is a Sun Ultr a 60 Model 2450 with two \Sun Ultr aSPARC-II"
450 MHz CPU s (of which of courseonly onewasusedby the AnT-server).

79
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As AnT-clients a number of CPUs of two machinesnameddutzend and quattro
were used. Runs with 16 CPUs utilized all 12 CPUs of dutzend and all four
CPUs of quattro . Runs with 12 and less CPUs were performed entirely on
CPUs of dutzend .

� dutzend is a Sun Enterprise E4500 with 12 \Sun Ultr aSPARC-II" 400
MHz CPU s.

� quattro is a Sun Enterprise 450Model 4400 with 4 \Sun Ultr aSPARC-II"
400 MHz CPU s.

All machines were running Solaris (either version 7 or 8).

11.2 A typical example system

This benchmark is intended to illustrate the performance of the distributed
variant of AnT in a typical case.In the benchmark the logistic map is scanned.
The scan consists of 15.000 scan-points, where period analysis and symbolic
analysis1 is performed.

11.2.1 The con�guration

The following con�guration �le was usedfor all simulation runs in this section:

dynamical_system =
{

{ type, map },
{ name, logistic_map },

{ state_space_dim, 1 },
{ initial_state, { 0.1 } },

{ parameter_space_dim, 1 },
{ parameters, { 3.42 } },

{ number_of_iterati ons, 2000 }
};

scan =
{ { type, nested_items },

{ mode, 1 },
{ item[0], { { type, real_linear },

{ min, 2.5 },

1The symbolic analyses (as con�gured here) takes most of the computation in this scan.
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{ max, 4.0 },
{ points, 15000 },
{ object, parameters[0] }

}
}

};

investigation_m eth ods =
{

{ period_analysis,
{ { is_active, Yes },

{ period, On },
{ max_period, 64 },
{ cyclic_asymptotic _set, On },
{ acyclic_last_stat es, On },
{ using_last_points , 50 }

}
},
{ symbolic_analysi s,

{ { is_active, Yes},
{ transient, 100},
{ description_level , 12},
{ symbolic_function , using_<+/->_symbo lic _dynamics},
{ critical_points_f or _<L/R>_symbolic _dynamics, { 0.5 } },
{ symbolic_entropy_ approxi mate, On},

{ symbolic_sequen ce, On}
}

}
};

11.2.2 Speed measuremen ts

A standalonerun of this scanthat wasperformedon dutzend took 10059seconds
to complete. This corresponds to an approximate speedof 1.49 scan-points per
secondon a single CPU.

This system { a very simple map { is one of the least expensive systemsthat
canbesimulated with AnT. Time-continuoussystemsthat have to be integrated
take a lot more CPU-cycles. Also, using more investigation methods (for ex-
ample fourier analysis) decreasesspeedeven more. So it is assumedthat scans
of this complexity per scan-point are typical for the usageof the distributed
version of AnT. As a matter of fact, in most casesa single scan-point will take
even longer than here{ and asthe singlescan-points take longer to be simulated
on the clients, the networked variant of AnT should scaleeven better.

Subsequently , the same scan was performed on di�eren t numbers of clients,
beginning with one client and ending with sixteen clients (all these runs were
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performed with the standard block-sizeof 50 scan-points per block):

Nodes Time (s) Speed(sp/s) Speed-up Speed-upratio
1 10183.08 1.47 0.99 0.988
4 2600.13 5.77 3.87 0.968
8 1297.28 11.56 7.75 0.969
12 879.68 17.05 11.43 0.953
16 665.40 22.54 15.12 0.945
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Figure 11.1: normal-speedscan-points, blocks of 50 scan-points

As can be seen(seealso�gure 11.1)2, the performanceof the distributed variant
of AnT scalesvery well in this example. The speed-up is nearly linear and it
can be assumedthat adding further nodes to the calculation will improve the
performancein the sameway.

In order to demonstrate the impact of the block-size on the performance, the
samescanwasthen performedwith 16 clients and various settings for the block-
size:

Parameter Time (s) Speed(sp/s) Speed-up Speed-upratio

-p 1 3008.86 4.99 3.35 0.209
-p 2 1507.03 9.95 6.68 0.417
-p 5 764.33 19.63 13.17 0.823
-p 10 685.65 21.88 14.67 0.917
-p 50 665.40 22.54 15.12 0.945
-p 100 695.07 21.58 14.47 0.904

-t 16 674.93 22.22 14.90 0.931

2 the dashed line in this and all following diagrams shows the theoretical, linear speed-up
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Figure 11.2: normal-speedscan-points, 16 AnT-clients

Incidentally , the default value of 50 scan-points per block proved to be more
or lessoptimal for this particular scan. Choosing a block-size that is too small
seemsto have a very negative impact on the performance. If the block-size is
too small the clients are slowed down by the communication overhead.

On the other hand, increasing the block-size even more doesn't seemto bring
any additional performanceimprovements. But the decline isn't as dramatic as
when the block-size is too small.

The optimal number of scan-points per block depends heavily on how long a
single scan-point takesto be processed.Therefore it is usually more convenient
to use the -t option (which tells the AnT-clients to fetch a number of scan-
points per block that takesthe speci�ed time to process). In the aboveexample,
16 secondswas speci�ed { so there is approximately one communication pair
(getting scan-points and reporting results) per secondon the server side. At
least in this case,this seemsto be closeto the optimum (that can be achieved
with this implementation of distributed simulation).

11.3 An example system with quic k scan-p oin ts

This benchmark is intended to illustrate the performance of the distributed
variant of AnT in an unfavorable case. In the benchmark again the logistic
map is scanned. The scanconsistsof 1.500.000scan-points, where only period
analysis is performed.
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11.3.1 The con�guration

The following con�guration �le was usedfor all simulation runs in this section:

dynamical_system =
{

{ type, map },
{ name, logistic_map },

{ state_space_dim, 1 },
{ initial_state, { 0.1 } },

{ parameter_space_dim, 1 },
{ parameters, { 3.42 } },

{ number_of_iterati ons, 2000 }
};

scan =
{ { type, nested_items },

{ mode, 1 },
{ item[0], { { type, real_linear },

{ min, 2.5 },
{ max, 4.0 },
{ points, 1500000 },
{ object, parameters[0] }

}
}

};

investigation_me th ods =
{

{ period_analysis,
{ { is_active, Yes },

{ period, On },
{ max_period, 64 },
{ cyclic_asymptot ic_ set, On },
{ acyclic_last_st ate s, On },
{ using_last_poin ts, 50 }

}
}

};
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11.3.2 Speed measuremen ts

A standalonerun of this scanthat wasperformedon dutzend took 8767seconds
to complete. This corresponds to an approximate speedof 171 scan-points per
secondon a single CPU.

Such a number of scan-points per secondcan really be consideredan extreme
example for very cheap scan-points. As hardware becomesfaster, this speed
might be reached in more cases{ but for now this is a worst-casescenario. It is
intended to show how the networked variant of AnT performs in an extremely
unsuitable case.

Becausethesescan-points are processedroughly 100 times faster than the ones
in the previous example, the following runs wereconducted with a block-sizeof
5000scan-points:

Nodes Time (s) Speed(sp/s) Speed-up Speed-upratio
1 9355.43 160.33 0.94 0.940
2 4775.68 314.09 1.84 0.920
4 2417.67 620.43 3.63 0.901
8 1229.05 1220.46 7.13 0.891
12 896.50 1673.18 9.78 0.812
16 713.78 2101.48 12.28 0.768
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Figure 11.3: quick scan-points, blocks of 5000scan-points

It can be observed (�gure 11.3) that the speed-up is not as good as in the
previousbenchmark, but still the performancegain is substantial. For 16 clients
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the e�ectiv e speed-up is approximately 12.3 { about 76.8% of the optimum
(section 11.4 describesthe reasonsfor this result).

To evaluate the impact of di�eren t block-sizes,this scanwasperformed with 16
clients using di�eren t settings for block-size.

First, various settings of �xed block-sizeswere measured:

Parameter Time (s) Speed(sp/s) Speed-up Speed-upratio
-p 500 1154.78 1298.94 7.59 0.474
-p 1000 872.31 1719.57 10.05 0.628
-p 5000 713.78 2101.48 12.28 0.768
-p 10000 746.05 2010.58 11.75 0.734
-p 25000 752.85 1992.42 11.64 0.728
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Figure 11.4: quick scan-points, 16 AnT-clients

Again it can be seen(�gure 11.4) that if the block-size is too small, the per-
formance decreasesdramatically. But in this examplesthis e�ect takes place
already at higher block-sizesas in the previous benchmark. It can also be ob-
served that very high block-sizes don't result in any additional performance
increase.The optimal block-size is somewherecloseto 5000.

Then various settings of �xed time per scan-point were measured:

Parameter Time (s) Speed(sp/s) Speed-up Speed-upratio

-t 8 803.98 1865.73 10.90 0.682
-t 16 732.48 2047.83 11.97 0.748
-t 32 705.67 2125.65 12.42 0.776
-t 48 734.40 2042.49 11.94 0.746
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Figure 11.5: quick scan-points, 16 AnT-clients

Here, the best speed-up was achieved using the parameter -t 32 (see �gure
11.5). With this setting there is approximately one communication-pair (fetch-
ing scan-points and reporting results) every two seconds.

Finally, the e�ect of using �xed time (-t 32) with di�eren t numbers of clients
was measured:

Nodes Time (s) Speed(sp/s) Speed-up Speed-upratio

1 9343.23 160.54 0.94 0.938
4 2446.15 613.21 3.58 0.896
8 1262.63 1188.00 6.94 0.868
16 711.70 2107.63 12.32 0.770

The results of this benchmark (see�gure 11.6) are very closeto the results of
the benchmark with the �xed block-size of 5000 (see�gure 11.3). However, in
contrast to -p , the -t option doesnot have the drawback of depending heavily
on the time a scan-point takes to be processedon a client. Therefore the -t
option is recommendedfor generaluse. As a rule of thumb, a good setting for
the -t option is one to two times the number of clients participating in the
simulation run3.

3The current implementation of the AnT-serv er is limited to a maxim um of about 10
communication-pairs per second on the used systems. As this limit is reached, the overall
performance of a distributed simulation run decreases.
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Figure 11.6: quick scan-points, -t 32

11.4 Factors that in
uence the performance

The performanceof the distributed variant of AnT is in
uenced by a multitude
of factors. Someof them canbe seenclearly in the data presented above. Others
are not as easyto measureor only occur in extreme cases.

� Client speed:
The most obvious in
uence on the speed of a distributed run of AnT is
the speedof the clients. Generally, faster clients lead to faster runs.

� Server speed:
The performanceof the server can becomea limiting factor in somecases.
While in the example shown in section 11.2 this is not a likely in
uence,
it most likely is an in
uence in the example in section 11.3.

� Number of network connectionsper second:
The amount of network connectionsper secondis limited { this is a prob-
lem when clients try to connect to the server very often. With small block
sizesand quick scan-points this e�ect becomesvery dramatic.

� Amount of data transferred from client to server:
The speed of the network can become an issue if the amount of data
produced by the investigation methods is big. This e�ect is a large in
u-
enceon speed,particularly in section 11.3when the chaotic regionsof the
logistic map are simulated and parts of the orbit are transmitted.

� Amount of work that clients have to do for one scan-point:
This is a very central e�ect: It is generallyworseto distribute a simulation



11.4. FACTORS THAT INFLUENCE THE PERFORMANCE 89

run when scan-points are executedquickly. Having scan-points of which
each takes a long period of time is more easy to handle: the amount of
communication taking place is automatically smaller with more expensive
scan-points. By using suitable block-sizesthis problem can be detained,
but not actually prevented.
The ultimate reasonfor this type of performanceissuesis that either the
number of network connectionsor the amount of data per communication
transferred is too big. Finding a suitable block-size amounts to �nding
the best compromisebetweenthesefor a given simulation run.
This e�ect is what makes the benchmarks in section 11.3 turn out sub-
stantially worsethan the onesin 11.2.
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Chapter 12

Conclusion

The modi�cation for distributed simulation presented in this work enablesusers
of AnT to e�ectiv ely speedup simulation of dynamical systemsby using more
than one node for the computation. Such a speed-up gives scientists and stu-
dents of dynamical systems the possibility to work much more conveniently
(and e�cien tly) on computation-intensive dynamical systems. Very expensive
systemscan only now be practically examined with AnT, using large numbers
of nodesto speedup runs that on a singlenode would take months to complete.

As has been shown in chapter 11, the speed-up can be limited by the AnT-
server and the performance of the network. However, it has also been shown
that the speed-upis almost linear with the number of nodesthat participate in
the simulation in most relevant cases.

Consideringtheseresults, but alsothe developeddesign,the presented extension
to AnT for distributed simulation meets the posedrequirements (as discussed
in chapter 8) and can be considered�t for practical use.
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Chapter 13

Outlo ok

13.1 Further optimization of the server

As shown in chapter 11, the server scaleswell when scan-points take a certain
amount of time to be calculated on the client. When there is the need to
simulate large amounts of relatively inexpensive scan-points, the server itself or
the communication betweenserver and clients becomesa limiting factor.

Therefore it could be worthwhile to put e�ort into further optimizations of the
server itself and the communication in particular.

13.1.1 Minimizing comm unication

It has already been mentioned in the above that opening a socket-connection
is a very expensive operation. Currently the amount of connections that get
openedis already minimized to someextent, but could be optimized further. In
particular, it would be possibleto allow a client to sendresults to and retrieve
new scan-points from the server in onecommunication-cycle. This optimization
hasbeenavoidedsofar in favor of a clearstructure of the AnT Network Protocol.

13.1.2 Making the server multi-threaded

Another bottleneck that could possibly be avoided is that currently the server
only communicates with one client at a time. The reason for this is that the
server consistsof only one single-threadedtask.

So making the server multi-threaded with one thread for each requestedcom-
munication from a client could lead to a performance increase. To implement
this, the communicationLoop of the AnT-server would need to create a new
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thread1 for each incoming connection { each of these threads would then han-
dle the communication with this one client and then terminate itself again. If
this approach was implemented, then data-structures within anpServer and
the ScanPointManagement object would needto be protected from concurrent
accessby a locking mechanism.

In this schemethe AnT-client would not needto be changedin any way.

It is not easyto seeif this approach would really lead to a signi�can t improve-
ment of performanceif the locking is doneconservatively (instead of the clients,
the individual threads would have to wait for each other { which wouldn't make
any di�erence in terms of performance).

There are several reasonsto be wary of a multi-threaded approach: threaded
programsaregenerallyhard to write (and alsoto debug), threads tend to behave
very di�eren t on di�eren t platforms (so an implementation might be e�cien t on
one platform but ine�cien t on another) and the usedthread-library might not
be available on all target platforms.

13.2 Other heuristics for reassigning scan-p oin ts

If available memory on the server can becomean issue, then reassigningscan-
points earlier might be necessary(seealso section 9.5). This can be advanta-
geouswhen the server is in a state where a lot of unsaved results from clients
have to be kept in memory becausesomeprevious results have still not beenre-
ported. In such a caseit might make senseto reassignthe scan-points for which
data is missing (in this sense)right away (instead of { asusually { waiting until
the end of the scanbefore reassigningscan-points).

As has already beendiscussed,any approach that has the potential to use less
memory for keepingunsavedresults alsohasthe potential of wasting someCPU-
cycles.

One possiblesolution would be to only reassignscan-points prematurely when
the memory on the server in running low (spending someperformanceis prefer-
able to running out of memory on the server).

13.3 Reducing the blo ck-size when approac hing
completion

Having big blocks of scan-points can be very advantageousduring a simulation
run { as has already been mentioned several times, minimizing the number of
connectionsopenedand closedis a priorit y when trying to be e�cien t.

1 for example with the function pthread create() , which is provided by the portable thread
library and available on most platforms
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However, when approaching the end of a scan, having large blocks of work
assignedcan be counterproductive: the worst casescenariois to have all clients
working on the same{ last { block of scan-points at the end of a run. Clearly
this way the nodesare not usedoptimally .

A possibleimprovement would be for the server to give out only comparatively
small blocks of scan-points when approaching the end of the scan. This is not
a trivial task { the server has no clear idea of the amount of work that a scan-
point presents to a particular client (only the clients do). Also, in the general
case,the server doesnot know how many scan-points are still left in a scan.

13.4 Statistic analysis of clien ts by the server

The AnT-server as it is implemented now does not keep track of the clients
that communicate with it. The only information the server stores is which
scan-points are currently beeing processedby someclient. At the end of the
simulation-run, the server determines how fast the whole run was in terms of
scan-points per second.

It could be useful for the user if the server would show a list of all clients
participating in the calculation and other statistical information about them
(lik e their current speed, the number of scan-points calculated . . . ). The user
could have one place to look at and seethe current status of all clients.

This information could be useful for the server too. It could be usedto improve
the reassignment heuristic (seesection 13.2), detect broken clients, or to adapt
the block-sizenear the end of calculation (seesection 13.3).

In order to implement such a feature, the server has to assignan unique iden-
ti�cation to every client, the �rst time that client talks to it 2. Therefore the
AnT Network Protocol has to be extended to exchangeadditional information
betweenthe client and the server.

13.5 Sending systems to clien ts as source-co de

One big step towards transparent usageof the networked variant of AnT would
be to have no need to worry about di�eren t architectures, about starting the
clients, about compiling systemson each machine { a way to hide all the di�-
culties of a heterogenouscomputing environment.

To this end it might be an interesting solution to provide a wrapper for AnT-
clients that can receive the description of a dynamical system over the network
as source-code, compiles the system (seealso section 16.5) and runs an AnT-
client with the newly compiled system. This wrapper might be running in idle

2 the network address of the client is not su�cien t as identi�cation, becauseseveral clients
can run on one network node simultaneously
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mode all the time on all potential clients, so that all potential clients could be
operated easily from one central point.

This conceptcould bethought of as\AnT-clien t daemons",tasksthat arealways
running and waiting for work in form of the source-code of a system and the
addressof the AnT-server that managesthe run.

Implementing this idea would most likely lead to many security issuesthat are
not easyto handle.

Nevertheless,especially with big numbersof clients this might be worth working
on. Particularly in the casewhen no shared�le systemis available to all clients
it is necessaryto install every new dynamical system manually on each node.
In such casesrolling out dynamical systemsto the AnT-clients as sourcecode
can save a substantial amount of work aswell asprevent potential mistakesand
confusion. When clients have di�eren t architectures, the advantage gained is
even bigger.

13.6 Encrypting the comm unication

For someapplications it might be desirableto usean encrypted channel over the
network for the communication between the AnT-server and the AnT-clients.
Using a library that realizes encryption and decryption on socket connection
would be one possibleapproach to achieve this.

In such a constellation it might be possibleto only perform the ANP-handshake
oncefor each client (and save on communication this way).

13.7 IPv6 (and other net work proto cols)

The current implementation of the ANP { and particularly the underlying
libsocket++ { is based on IPv4. Therefore, currently AnT only works on
networks that are basedon IPv4.

IPv6 (see [ipv6]) is the \next generation" protocol designedby the IETF to
replacethe current version Internet Protocol, IP Version 4 (\IPv4").

If the needto run AnT on a di�eren t underlying protocol (lik e for exampleIPv6)
arises,libsocket++ has to be replacedby another socket library that can make
useof that protocol. The necessarychangesto AnT when switching the socket
library are most likely very small.
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Chapter 14

In tro duction

AnT is intended to be of use for an audience as broad as possible, so there
is a focus on making it as easily usable as possible (considering that it is a
very sophisticated and powerful tool) and to make it as easy as possible to
comprehendits structure.

To this end, it was a major objective to make the structure of AnT similar
to that of the many { well-known { other free software projects. Both users,
wanting to simply install AnT, and developers, looking to modify the program
should bene�t from this approach.

Optimally the installation and useof AnT should be obvious to anyone who is
experiencedin installing and using free software on UNIX-lik e systems.

In this context, several aspects of the AnT project were worked on:

� Structuring the sources

� Providing a mechanism for building and installing AnT

� Dynamical loading of a system at runtime

� Make the AnT program interpret command-line options which then con-
trol its behavior

Thesetasks and their results will be described in the following chapters.

The implementation of all thesechangeswas to someextent also motivated by
issuesrelated to the intro duction of the client/serv er run-modes.
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Chapter 15

Structuring the Sources

15.1 Separation of systems and core

AnT is of considerablecomplexity. It targets both usersand developers. There-
fore it seemednecessaryto divide the components in a way so that end-users
as well as developers would spend lesstime on trying to �nd their way through
the source-code.

The highest level of structuring of the entire project is the separation between
implemented dynamical systemsand all the rest, like the simulation engine it-
self and the graphical user interface. These two components are splitted into
two separatepackages: several pre-madedynamical systemsare located in the
repository AnT-systems1, while the simulation enginetogether with the graph-
ical user interface and the visualization component of AnT reside in another
cvs repository called AnT-core. The AnT-core package will typically just be
installed by end-users,only developers will need to use the source-code. As a
result of this division, distributions of AnT will also be divided in this manner.
A distribution might consistof the two packagesAnT-systems-4.6 67. 1. ta r.g z
and AnT-core-4.667.1 .ta r. gz.

This separation is basedon the reasoning that end-usersjust want to use the
AnT engine (out of the box) to investigate dynamical systems { and maybe
want to program their own systems. Developers on the other hand might want
to changeand expand the AnT engineitself. However, it is expected that there
will be a lot more users who just want to install the AnT-core package but
not look any further into this code. Instead they will want to work with the
AnT-systems packageand implement new dynamical systems.

1Users can either just investigate the systems delivered in AnT-systems, develop their own
systems alongside the ready-made ones or develop their own systems independently from the
delivered ones (see section 16.5).
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15.1.1 AnT-systems

The packageAnT-systems only contains implementations of dynamical systems
and corresponding con�guration �les. Theseare orderedin directories according
to the classi�cation of the system's type:

AnT-systems/
doc/
src/

continuous/
dde/

pll/
ode/

chua/
lorenz63/
lorenz84/
roessler/

discrete/
cml/

logistic/
map/

gap_henon/
gap_logistic/
henon/
logistic/
recurrent_henon /

input_data/

Only the leaf-nodes of this directory tree actually contain source-code. Every
systemand thus directory is self-contained and independent of all others. How-
ever, the whole directory tree sharesa common mechanism for building (see
chapter 16).

15.1.2 AnT-core

The packageAnT-core contains all code that can be usedto work on dynamical
systems,but that a typical user will not want to change. At this time, this is
mainly the AnT simulation engine itself. The graphical user interface and the
online-visualization component will be added soon.

All sourcesare grouped into subdirectories according to their purpose,so that
�nding a speci�c component is easierfor developers:

AnT-core/
doc/
src/
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engine/
data/
iterators/
methods/

fourier/
general/
lyapunov/
output/
period/
region/
symbolic/
visualization/

network/
proxies/
simulators/
utils/

arrays/
config/
debug/
machines/
noise/
progress/
timer/

gui/
visualization/

While developersshouldgenerallybene�t from such a structured source-tree,the
processof building programsfrom the sourcesgetssomewhatmore complicated.
For this and other reasons,the build processof AnT was completely redone.
The work on the new build mechanism is described in the following chapter.
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Chapter 16

Building and Installing AnT

Traditionally the translation of the source-code of a project on UNIX-lik e sys-
tems is handled by so called Make�les [oram93]. This mechanism has proven
to be more or less successfulover the course of many years. Still there are
drawbacks { especially when a Make�le is supposed to work on very di�eren t
platforms. Three classesof problems arise:

� Di�eren t platforms usedi�eren t directory layout. Libraries are in di�eren t
places,symbols that are de�ned in one library on one platform might be
de�ned in another library on another platform.

� Tools used(lik e compiler or linker) behave in subtly di�eren t manner. For
examplecommand-lineswitchescan be a problematic di�erence (di�eren t
semantics, di�eren t namesfor switches, . . . ).

� If a project can optionally make useof software that might or might not
be installed on a given system, then there has to be some logic in the
Make�les that handlestheseexternal circumstancesin the proper way (by
building or not building theseoptional parts of the project). For example
AnT can make useof the library libsocket++ { if it exists, then AnT will
be translated in a way so that networked operation is possible,otherwise
the AnT program is translated so that it can only work in standalone
mode.

With classical Make�les it is hard to handle these issuesin a clean manner.
Becauseof that a suite of tools was developed to handle all of this in a stan-
dardized way, to make platform-independent Make�les easier to develop and
maintain (by providing an abstraction layer that mostly hides platform-speci�c
issues): autoconf , automake and libtool . By now, these tools are used in
a vast majorit y of all free software projects [freesw]. This has the additional
bene�t that the build mechanism of all these projects are very similar to each
other, providing for a quasi-standard behavior of the Make�les on which users
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and developers can rely. Therefore, using them for AnT seemedlike a natural
decision.

During the courseof this work a con�guration for building AnT with the help of
the GNU tools autoconf [autoconf], automake[automake] and libtool [libto ol]
was developed. Hopefully this will make porting AnT to di�eren t UNIX-lik e
systems(and possibly even to the windows platform) easier, many platforms
should work directly, without any further modi�cation.

One more important reasonfor switching from an ordinary Makefile to a build
mechanism using automake/ autoco nf arosewhen the dependenciesof AnT on
di�eren t external packages(libsocket++ , libfftw ) becamehard to handle and
a constant sourceof disruption of the development.

16.1 Description of the to ols used

16.1.1 automak e

The automake tool is used to (in the end) produce Make�les that are compli-
ant with the GNU Make�le standards (for example the necessarylogic to be
able to make dist is generated,as is the target for make clean ). The user of
automake has to write con�guration �les named Makefile.am for every direc-
tory of the project. In this con�guration �le, the properties of all relevant �les
in the directory are described. Using this information, automake generatesone
Makefile.in for each Makefile.am it �nds. These Makefile.in are already
very close to ordinary Make�les. They only lack all the information which is
platform-speci�c, like for example linker-switches(later in the processof build-
ing, these Makefile.in will be processedby the con�gure script to produce
ordinary Make�les).

Even though writing Makefile.am con�gurations is more abstract than writing
ordinary Make�les, the amount of work doneby automakeshould not be under-
estimated { if used properly, a lot of manual work will be saved. Additionally
the resulting Make�les have all the standard targets that end-usershave grown
accustomedto and expect to �nd.

automake is normally only used by developers { sourcepackagesthat get dis-
tributed to usersalready contain the generatedMakefile.in .

16.1.2 auto conf

The autoconf tool is primarily used for producing a shell script that checks
the con�guration of a system. This shell script has the name configure and
checks for features that a packageneedsor can use. In order to useautoconf
a �le named configure.in has to be created (usually only one for the entire
project, which is situated in the top-level directory). In configure.in all the
properties of a system which must be determined are listed { for example it
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is de�ned which libraries are needed for building the package. By applying
autoconf to this �le, the configure shell script is generated. In this shell
script there is code that doesthe necessarychecks for the packageit is usedfor.
Only by executing this script doesany actual investigation of the properties of
the current system take place. Libraries are checked for, tools that might be
used in the translation processare searched and investigated for features. The
user of a software-package typically only executesthis configure script, but
doesn't have to useautoconf itself.

autoconf is also usually only used by developers, source packages for users
contain a ready-madeconfigure script.

The configure script also processesthe Makefile.in that were generatedby
automake before to generatea Makefile for each of them. This step is made
by developers as well as end-userswho compile a package,as the results of the
configure run (most notably the resulting Make�les) depend on the properties
of the system that it is performed on.

16.1.3 libto ol

libtool is often usedin conjunction with automakeand autoconf , even though
it servesa purposethat is only looselycoupledwith these. libtool aims to hide
the details of building libraries { in particular shared libraries { by de�ning an
abstraction for this task and internally handling the details in the proper way
on each di�eren t system. At the time of writing, the details of building shared
libraries vary considerably on di�eren t UNIX-lik e systems.

It is not necessaryto have libtool installed on the system of an end-user,as
a distribution sourcepackage(seesection 16.2.6) always contains copiesof the
necessaryparts of libtool .

16.1.4 How the to ols work together

In order to understandhow a build mechanismbasedon automakeand autoconf
works, it is crucial to understand the way that automake, autoconf and the
configure script work together, how the con�guration data goes through sev-
eral stagesbefore �nally a set of Make�les is generated. After that, the package
can be using these Make�les, which work according to the rules de�ned in the
�le configure.in and the Makefile.am (which are usually located in every
single directory of a project).

In order to give a more concrete understanding of the process,the following
example shows how the tools work on a �ctional example-project (which has
two subdirectories: foo/ and bar/ ). The clean project { no tools have been
run yet (for exampleafter freshly checking out sourcesfrom a cvs repository) {
looks as follows1:

1Of course a useful pro ject would normally also contain somesource �les { these are omitted
here for clarit y.
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configure.in
Makefile.am
foo/

Makefile.am
bar/

Makefile.am

After running automake, a Makefile.in has been generatedin each directory
of the project:

configure.in
Makefile.am
Makefile.in
foo/

Makefile.am
Makefile.in

bar/
Makefile.am
Makefile.in

Running autoconf generatesthe configure shell script:

configure
configure.in
Makefile.am
Makefile.in
foo/

Makefile.am
Makefile.in

bar/
Makefile.am
Makefile.in

This is the state that is usually delivered to the end-useras a sourcepackage.
The tools automake and autoconf are now not neededanymore, as long as
configure.in and the Makefile.am are not changed.

Running the con�gure script causesthe build environment to be examinedand
generatesa Makefile (which contains system-speci�c information) in each di-
rectory:

configure
configure.in
Makefile
Makefile.am
Makefile.in
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foo/
Makefile
Makefile.am
Makefile.in

bar/
Makefile
Makefile.am
Makefile.in

After this step the makecommand can be usedto build the system. Then make
install can be called to install the appropriate �les (running make install
before calling makeimplies the call of make, so it is su�cien t to just run make
install ).

16.2 Using the build mechanism

16.2.1 The autogen.sh script

When usingAnT from cvs(t ypically only a developer will do this) it is necessary
to call all the tools that are involved in generating the con�gure script and the
Make�les.

To simplify this process,autogen.sh is a conveniencescript for developers (it
does not normally have to be invoked by end-userswho download a source
packageof AnT). It calls automake, autoconf and configure (and someother
helper tools) in the proper way. Usually calling autogen.sh doeseverything that
is needed,there should be no need to call the single involved tools separately
(this might only be useful sometimes{ for debuggingpurposes).

Arguments given to autogen.sh arepassedto the configure script, sotypically
whencalling autogen.sh the switch - -prefix=... will begivento de�ne where
AnT should be installed to (the default prefix is /usr/local/ ). For example,
a user who wants to have AnT installed in his home might want to execute
something like autogen.sh - -prefix=$HOME/usr / .

16.2.2 Calling the con�gure script

If (as described in the previous section) autogen.sh hasalready beenexecuted,
then the configure script has already been implicitly executedand Make�les
have beengenerated.

But the end-userof AnT will typically use a sourcepackage (as generatedby
make dist ) in which everything is already preparedto the point whereonly the
configure script needsto be executed.

End-users will therefore typically need to execute something like configure
- -prefix=$HOME/u sr/ in order to generatethe Make�les.
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16.2.3 Using mak e to build from source

Now that the Make�les are generatedthe sourcescan be compiled by running
the make tool. It has to be noted that the Make�les that are generated by
automake and con�gure are meant to be used with GNU make. Almost every
UNIX-lik e system comeswith a version of make, but most of these variants
of the make tool are incompatible with each other. On GNU/Lin ux systems
the command makeusually calls GNU make. On many other installations it is
customary to have a system-speci�c version of make when executing makeand
the GNU versionof make when executing gmake{ in this caseit is necessaryto
run gmakewhen using AnT's Make�les (in the following, the makecommand is
meant to executeGNU make).

In most casescalling makein the top directory of a project will have the desired
e�ect. It will build everything on �rst invocation, subsequently calling makewill
rebuild just the necessary�les (those, which depend on a source �le that has
beenchangedaccording to the timestamp of the source-�les).

Sometimesit can still be convenient to call makein somesubdirectory of the
project to just build those �les that belong to this directory (and recursively for
all directories under it).

16.2.4 Installation

After building the project, it is possibleto call make install in order to have
the binaries and other necessary�les copied to the installation directory (pre-
viously de�ned through the - -prefix switch, which has been given to the
configure script. This directory will be called $prefix in the following).
For example when installing the AnT-core package, the AnT binary will be
copied to $prefix/bin/ and the headerswill be copied to directories below
$prefix/include/ AnT/ .

When installing AnT-core, the result is a directory structure of the following
form:

$prefix/
bin/

AnT
include/

AnT/
data/

DynSysData.h
[...]
proxies/
[...]

MapProxy.h
[...]
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Equivalently , when installing AnT-systems the sharedobjects that contain the
system-function are installed in $prefix/lib/AnT-s ystems, while the con�gu-
ration �les are located in $prefix/share/An T-systems/ .. . , sorted in subdi-
rectories by the classi�cation of the system type. AnT-core and AnT-systems
can be installed under the same$prefix , however this is not required { in some
casesit will be desirableto have a global installation of AnT-core (for example
in /usr/local ), but no global installation of the systems. Usersof AnT would
then use the globally installed AnTbinary to work on dynamical systemsthat
they are developing locally (in their home directories).

The make install target implies building before installing, so it is possibleto
call make install without having called makebefore { the result will be the
same. The mistake of installing something obsolete (if sourceshave changed
since the last invocation of make) can't happen, if sourceshave changed since
the last build, the necessaryparts of the project will implicitly be rebuilt.

After installing, it is unproblematic to delete the complete directory that con-
tains the sourcesif the userdoesnot plan to do development work on the sources
{ they are not neededfor operation anymore.

16.2.5 Cleaning the source tree

Sometimesit might be desired to have all generatedobject �les, libraries and
binaries deleted in the sourcetree (for examplein a casewhen the dependencies
are not working in the right way) { in order to achieve this, the make target
make clean can be used. It works recursively, so calling it in the top directory
will usually do the right thing. make clean does neither delete the generated
Make�les nor the configure script, so it is safe for end-usersto invoke (there
is no needto call automakeor autoconf after a make clean ).

A developer might sometimesfeel the need to delete everything that has been
generatedautomatically, including the Make�les, the configure script, all the
Makefile.in and the symbolic links that automake and libtool require. To
achieve this, make maintainer-clea n can be used. This has to be used with
care on end-usersystemsbecausein order to rebuild the �les that get deleted
it is necessaryto have automake, autoconf and libtool installed on the sys-
tem. autogen.sh has to be executedafter make maintainer-clean has been
performed.

16.2.6 Making a distribution

Free software projects are usually releasedvia ftp or the world wide web in the
form of sourcetar-balls. By convention such distribution packagesare named
in the form packagename-version .t ar. gz. In the caseof AnT-core this would
currently be AnT-core-4.667.1. ta r.g z.

It is easy to build such sourcepackagesautomatically with the Make�les that
automake generates{ calling make dist in the top directory performs all the
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necessarysteps so that such a package is generated. This package can be de-
ployed to end-usersand is usablein the standard way (calling configure , make
and make install ) without the needto have automake, autoconf or libtool
installed.

16.3 Use of automak e in AnT-core

In the following, the details of three di�eren t examplesfor Makefile.am within
the AnT-core packagewill be discussed.

It will be shown how the AnT program is generated in several steps within
AnT-core/src/eng in e/ : �rst, in every subdirectory of AnT-core/src/engi ne/
a static library is built that contains all code in this subdirectory, then all of these
libraries are linked together into the AnTprogram in AnT-core/src/eng ine / .

16.3.1 AnT-core/Mak e�le.am

The top-level Makefile.am that is located in AnT-core/ only contains very little
information. Most important it declaresthat there is a subdirectory namedsrc/
that has to be processed:

##
## Process this file with automake to produce Makefile.in
##

This is just a comment, it has no e�ect whatsoever. However it is customary to
start a Makefile.am this way.

## subdirectories
SUBDIRS= src

The SUBDIRSvariable is usedto recurseinto lower level directories. In this case,
there is only onesubdirectory in which makeneedsto be called recursively. The
name of this directory is given as src .

EXTRA_DIST= autogen.sh

The variable EXTRADIST is consultedwhen the usercalls the make dist target
to make a sourcepackage(which is typically madeavailable to end-users).This
line makes sure that the shell-script autogen.sh will be included in such a
package.

CXXFLAGS= -Wall --pedantic

This variable sets 
ags for the C++ compiler.
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## make AnT-core really clean
maintainer-clea n-gener ic:

-@echo "This commandis intended for maintainers to use; it"
-@echo "deletes files that require special tools to rebuild."
-rm -f Makefile.in configure acinclude.m4 aclocal.m4
-rm -f config.h.in stamp-h.in ltconfig ltmain.sh
-rm -f config.guess config.sub install-sh missing
-rm -f mkinstalldirs libtool-nofpic COPYINGINSTALL

This block relates to the make maintainer-clean target and speci�es which
�les in this directory can be deleted (becausethey are automatically generated
no important information will be lost).

16.3.2 AnT-core/src/engine/utils/arra ys/Mak e�le.am

The next Makefile.am that will be discussedis onethat is inside the code of the
AnT engine, namely AnT-core/src/en gin e/ uti ls /a rra ys/Makefi le. am(all
other Makefile.am under AnT-core/src/engi ne/ follow the samepattern):

##
## Process this file with automake to produce Makefile.in
##

Again the standard beginning of a Makefile.am .

INCLUDES= -I$(top_srcdir)/ src /e ngi ne

This sets the include path in a way so that #include statements in the code
will be resolved in the right way.

noinst_LIBRARIE S = libarrays.a
libarrays_a_SOU RCES = ArrayErrors.cpp CyclicArrayError s. cpp \

RealVector.cpp

Thesetwo lines de�ne what will actually be built in this directory: the �rst line
de�nes that a static library with the name libarrays.a should be built. Using
the variable noinst LIBRARIESimplies that the library will not get installed,
but just built. The next line de�nes which source-�les have to be usedto build
the library , the variable name libarrays a SOURCESis a combination of the
nameof the library that is to be built (libarrays.a ) and the information that
this de�nition lists all sourcesfor this library (SOURCESimplies that the following
items are source-code �les that should be compiled).

include_HEADERS= Array.h ArrayErrors.h CyclicArray.h \
CyclicArrayErrors .h RealVector.h
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This de�nition doesnot have any impact on the build process.It doeshowever
make sure that make dist will include the listed header �les and that a make
install will copy them to the appropriate place.

includedir = $(ANT_INCLUDEPATH)/u ti ls/ ar ray s

This variable changesthe standard path for installing header�les (this standard
path is usually $prefix/include/ . It is changedto a custom one,which in this
caseamounts to $prefix/include /AnT/ ut ils /a rra ys/ { seesection 16.4 for
the de�nition of the ANTINCLUDEPATHvariable).

## make AnT-core really clean
maintainer-clean -g eneri c:

-@echo "This commandis intended for maintainers to use; it"
-@echo "deletes files that require special tools to rebuild."
-rm -f Makefile.in

This block again speci�es what has to be done when make maintainer-clean
is invoked.

16.3.3 AnT-core/src/engine/Mak e�le.am

The Makefile.am located in AnT-core/src/eng ine / is special in that it is used
to link together all the piecesand produce the actual AnT program.

##
## Process this file with automake to produce Makefile.in
##

Again the standard header.

## subdirectories
SUBDIRS= data iterators methods network proxies simulators utils

Declaration of all the subdirectories.

INCLUDES= -I$(top_srcdir)/s rc /en gi ne

De�ne the relative search-path for headers.

if HAVE_FFTW
fourier_module = ./methods/fourie r/ lib fo uri er .a
endif
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This block conditionally sets a variable with the name fourier module. This
variable is set to the nameof the library libfourier.a only if HAVEFFTWis true.
HAVEFFTWis set by the con�gure script if the library libfftw is existent on the
current system. Only in this casethe fourier-related investigation methods can
be linked { otherwise libfourier.a will not be included in AnT.

## AnT target
bin_PROGRAMS= AnT
AnT_SOURCES= AnT.cpp

This sectionde�nes that a program of the nameAnThas to be built here, which
is to be installed in a bin/ directory below the installation pre�x (so usually it
will be installed to $prefix/bin ). The variable AnTSOURCESde�nes that the
AnT binary has to be built from the source�le AnT.cpp.

AnT_LDFLAGS= $(LD_EXPORT)

Here the linker 
ags are set accordingto a variable that is set by the configure
script (this is very important, astheseswitchesare neededon someplatforms in
order to be able to load systems. The systemsneedto be able to �nd symbols
of the AnTprogram to work).

AnT_LDADD= ./simulators/li bsi mulat or s. a \
./proxies/libpr oxi es.a \
./data/libdata. a \
./iterators/lib ite ra tor s. a \
./methods/libme tho ds.a \
$(fourier_modul e) \
./methods/gener al/ li bgenera l.a \
./methods/lyapu nov/l ibl yapunov.a \
./methods/outpu t/l ib out put. a \
./methods/perio d/l ib per io d. a \
./methods/regio n/l ib reg io n. a \
./methods/symbo lic /l ibs ymbolic .a \
./methods/visua liz at ion /l ib vis ualiz at io n.a \
./network/libne twork .a \
./utils/libutil s.a \
./utils/arrays/ lib ar ray s. a \
./utils/config/ lib confi g. a \
./utils/debug/l ibd ebug. a \
./utils/machine s/l ib machi nes.a \
./utils/noise/l ibn oi se. a \
./utils/progres s/l ib progr ess.a \
./utils/timer/l ibt imer. a
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This block de�nes the libraries that the linker should add while linking the AnT
binary. This way all the code from all the subdirectories will be addedto the AnT
binary. Note the use of the variable $(fourier module) which can be either
empty { and thus without e�ect { or point to the library containing the fourier
investigation code (depending to the check for libfftw mentioned above).

## make AnT-core really clean
maintainer-clean -g eneri c:

-@echo "This commandis intended for maintainers to use; it"
-@echo "deletes files that require special tools to rebuild."
-rm -f Makefile.in

This block de�nes what make maintainer-clea n will do.

16.4 Use of auto conf in AnT-core

In this section the details of the �le AnT-core/configu re .in will be discussed.
One thing to note is that comments for autoconf are lines beginning with dnl
{ any text after this is ignored by autoconf .

dnl
dnl configure.in for AnT-core.
dnl Process this file with autoconf to produce a configure script
dnl

Just like at the beginning of the automakecon�guration �les, this is a standard
beginning that has no e�ect and is solely for documentation purposes.

AC_INIT(src/engi ne/AnT. cpp)

This speci�es the location of a unique source-�le, it is used for internal safety
checking. Using this macro is mandatory.

dnl
dnl Requires Autoconf Version 2.13
dnl
AC_PREREQ(2.13)

This checks if a recent version of autoconf is used (2.13 is currently the most
recent version, even though it has beenreleasedin 1999).

dnl
dnl Version Number
dnl
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ANT_MAJOR=4
ANT_MINOR=667
ANT_SUB=1
TAR_NAME="AnT-core -" $ANT_MAJOR.$ ANT_MINOR.$ANT_SUB
AC_SUBST(ANT_MAJOR)
AC_SUBST(ANT_MINOR)
AC_SUBST(ANT_SUB)
AC_SUBST(TAR_NAME)

In this block the version number of this package is de�ned. The �lename for
the sourcetar-ball that gets generatedby invoking make dist is de�ned in the
variable TARNAME.

dnl
dnl Check for archiver, prefer 'gar' over 'ar'
dnl

[[ -n "$AR" ]] || AR="gar ar"
AC_PATH_PROGS(AR, $AR,no,${with_xco mpil e_pat h}: ${ PATH})
[[ "x$AR" = "xno" ]] && AC_MSG_ERROR([Coul dn't find ar])

The intention of this check is to select an archiver (which will be used to cre-
ate static libraries) { if there is both a binary with the name gar (the GNU
archiver) and a binary with the name ar (vendor-speci�c archiver on most ver-
sionsof UNIX, or the GNU archiver on GNU/Lin ux systems)then gar should
be preferred. Otherwise whichever one is present gets used.

This is done becausethe archiver ar on someinstallations of Solaris seemsto
have di�culties building someof the static libraries for AnT 2, while the GNU
archiver works �ne.

dnl
dnl find out which flags to use in order to export symbols
dnl (system-plugins need to use symbols that are within the
dnl AnT binary).
dnl

save=$LDFLAGS
LDFLAGS=-Wl,-expor t- dynamic
AC_TRY_LINK(,,[LD_EXPORT=-Wl,- expor t- dynamic ], [

LDFLAGS=-Wl,-Bexport
AC_TRY_LINK(,,[LD_EXPORT=-Wl,- Bexport ],
AC_MSG_RESULT(Set tin g no linker flags to export symbols))

])
2 it SEGFAULTs without reporting any error in some cases
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LDFLAGS=$save
AC_SUBST(LD_EXPORT)
test "x$LD_EXPORT"!= x && \

AC_MSG_RESULT(Set linker flags [$LD_EXPORT]to export symbols)

This check is very central to the mechanism of loading systemsdynamically (see
chapter 17). A system that is loaded needsto use structures from within the
AnTbinary, so symbols in the binary need to be exported. In order to achieve
this, the GNU linker needsto get the 
ag -export-dynamic , someother linkers
need the 
ag -Bexport , while for example the Solaris linker doesn't need any

ags at all. The above macro checks, which of theseswitches the linker on the
system accepts and sets the variable LD EXPORTaccordingly. This variable is
evaluated in the Makefile.am that is described in section 16.3.2.

dnl
dnl initialize stuff for automake
dnl

AM_INIT_AUTOMAKE(" AnT-c ore ", $ANT_MAJOR.$ANT_MINOR.$ ANT_SUB)

This macro gets evaluated not by autoconf , but by automake (therefore the
AM-pre�x). Somepackage-widede�nitions for automake are actually given in
con�gure.in, in contrast to the normal useof this �le.

The package name gets de�ned, and a version number is given. Within the
sources,the package-nameand the version number can then be used, because
the compiler gets them via switches of the form -DPACKAGE="AnT-cor e" and
-DVERSION="4.667.1 " .

dnl
dnl honor flags that come through $INCLUDES
dnl

CXXFLAGS="$CXXFLAGS $INCLUDES"

This de�nition appendsthe environment variable $INCLUDESto the C++ 
ags.

dnl
dnl Libtool
dnl

AC_LIBTOOL_DLOPEN
AM_PROG_LIBTOOL
AC_SUBST(LIBTOOL_DEPS)

Thesemacrosturn on libtool as a helper tool for generation of libraries.
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dnl
dnl Check for programs.
dnl

AC_PROG_CXX
AC_PROG_INSTALL

Here it is de�ned that the configure script should search several programsthat
are neededduring the build process. In particular these programs are a C++
compiler and a install program.

dnl
dnl language for checks
dnl

AC_LANG_CPLUSPLUS

For many checks that the configure script performs, a small snippet of code
gets compiled in order to check for a property of the current build environment
(for example for a feature of the compiler, or the existenceof a library can be
tested). ACLANGCPLUSPLUSde�nes that thesechecks have to be doneusing the
C++ compiler.

dnl
dnl check for libsocket++
dnl

AC_CHECK_LIB(socket+ +,
main,
AC_DEFINE(HAVE_LIBSOCKET)
LIBS="$LIBS -lsocket++"
dnl find socket-related functions
AC_CHECK_LIB(socket ,

socketpair,
LIBS="$LIBS -lsocket")

AC_CHECK_LIB(nsl,
gethostbyname,
LIBS="$LIBS -lnsl") )

This check is rather complicated, it actually does several things that are re-
lated to each other but mostly independent: �rst it is checked if the library
libsocket++ exists at all (ACCHECKLIB(socket++, main, ...) ). The �rst
argument to ACCHECKLIB is the library that should be checked for, the second
argument main de�nes that no particular symbol has to be looked for in this li-
brary, but just the existenceof the library . The third argument to ACCHECKLIB
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(which there is all the rest) get evaluated if the check was successful(i.e. the
library was found): HAVELIBSOCKETis de�ned (this is checked in the source-
code by preprocessorstatements of the form #ifdef ), -lsocket++ is added to
the list of libraries that will be usedwhen linking.

Also as a result of having found libsocket++ , two more libraries libsocket
and libnsl that might contain symbols neededby libsocket++ are checked
for (adding these libraries might or might not be needed,but de�nitely only
in the casewhen libsocket++ is present in the �rst place). libsocket and
libnsl are not neededon GNU/Lin ux (becausethe symbols in question are
already de�ned in the standard C library), but are neededon Solaris. Note that
here the speci�c symbols neededby libsocket++ are checked for. When oneof
the libraries is needed(becauseit contains a symbol used in libsocket++), the
appropriate 
ag is also added to the LIBS variable.

dnl
dnl check for libfftw
dnl

AC_CHECK_LIB(fftw, main,
ac_have_fftw="y es"
AC_DEFINE(HAVE_LI BFFTW)
LIBS="$LIBS -lfftw")

AM_CONDITIONAL(HAVE_FFTW, test x$ac_have_fftw = "xyes")

This block is very similar to the previous one. The existenceof the fast fourier
transform library libfftw is checked. If found, HAVELIBFFTWis de�ned, sothat
the existenceof the library can be checked from within the C++ sources(by
using the preprocessor).Additionally a switch for the library is added to LIBS.
In comparison to the previous block there is one specialty here: the variable
ac have fftw gets set if libfftw was found { this variable gets evaluated by
the AMCONDITIONALright below (section 16.3.3shows how this conditional gets
usedin AnT-core/src/engi ne/Makefil e. am).

dnl
dnl check for dynamic linking loader
dnl

AC_CHECK_LIB(dl,dlopen)

Check for the symbol dlopen in libdl . The dlopen call is neededto load a
dynamical system into the AnT-engine. This check implicitly adds libdl to
the libraries which the linker will use.

dnl
dnl include path
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dnl

ANT_INCLUDEPATH="$in cl udedi r/A nT"
AC_SUBST(ANT_INCLUDEPATH)

Set a variable ANTINCLUDEPATHto the basepath under which header-�les will
be installed.

dnl
dnl Output configuration files
dnl

AC_OUTPUT([
Makefile
src/Makefile
src/engine/Make fil e
src/engine/data /Makefi le
src/engine/iter ato rs /Makefi le
src/engine/meth ods/Makefi le
src/engine/meth ods/f ourie r/ Makef ile
src/engine/meth ods/g enera l/ Makef ile
src/engine/meth ods/l yapunov/Makefil e
src/engine/meth ods/o ut put /Makefi le
src/engine/meth ods/p er iod /Makefi le
src/engine/meth ods/r egion /Makefi le
src/engine/meth ods/s ymbol ic /Makefil e
src/engine/meth ods/v is ual iz ati on/Makefi le
src/engine/netw ork /Makefi le
src/engine/prox ies /Makefi le
src/engine/simu lat or s/ Makef ile
src/engine/util s/Makef ile
src/engine/util s/a rr ays/Makefi le
src/engine/util s/c onfi g/Makefi le
src/engine/util s/d ebug/Makefil e
src/engine/util s/machi nes/Makefi le
src/engine/util s/n oi se/Makefil e
src/engine/util s/p ro gr ess/Makefi le
src/engine/util s/t imer /Makefil e
])

This is the list of outputs that the configure script will produce. Every Make�le
that should be created must be listed here.

Note that src/engine/meth ods/f our ie r/ Makef ile gets created in any case,
regardlessof whether the fourier library exists in the build environment or not.
Depending on the availabilit y of the library , the rules in the Make�le are dif-
ferent: In one casethe Make�le builds the fourier investigation method of AnT
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(which makesuseof the fourier library), while in the other caseit doesnothing
at all.

16.5 An alternativ e way to build dynamical sys-
tems

In order to be able to develop systemsin an environment that is lesscomplex
than the mechanism described above, a simple Makefile that can be used to
compile and install one single system has beendeveloped:

##
## build mechanism for user-built AnT systems
##
## 17.07. - 21.07.2001 Heiko Schaefer
##

# change this to the name of the system
# (it is assumed that ${SYSTEMNAME}.cppis the implementation)

SYSTEMNAME= logistic

# two environment variables ANT_BASEand ANT_SYSTEMS_BASEare needed,
# pointing to the prefix of the AnT-core installation and the prefix
# of the installed systems (can be the same).

# modify the following programnames if necessary for a particular system

LIBTOOL= libtool
GCC= gcc

###########################################################################
## ##
## no more changes should be neccessary below this line ##
## ##
###########################################################################

ANT_INCLUDES= -I${ANT_BASE}/include/A nT
ANT_SYSTEMPATH= ${ANT_SYSTEMS_BASE}/lib/AnT-systems

build: ${SYSTEMNAME}.so

${SYSTEMNAME}.lo:${SYSTEMNAME}.cpp
${LIBTOOL} ${GCC} ${INCLUDES}${ANT_INCLUDES}-c ${SYSTEMNAME}.cpp

lib${SYSTEMNAME}.la: ${SYSTEMNAME}.lo
${LIBTOOL} ${GCC} -rpath ${ANT_SYSTEMPATH}-o lib${SYSTEMNAME}.la \

${SYSTEMNAME}.lo

${SYSTEMNAME}.so:lib${SYSTEMNAME}.la
-rm ${SYSTEMNAME}.so
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ln -s .libs/lib${SYSTEMNAME}.so ${SYSTEMNAME}.so

install: lib${SYSTEMNAME}.la
${LIBTOOL} cp lib${SYSTEMNAME}.la ${ANT_SYSTEMPATH}/lib${SYSTEMNAME}. la
${LIBTOOL} --finish ${ANT_SYSTEMPATH}
-rm ${ANT_SYSTEMPATH}/${SYSTEMNAME}.so
ln -s lib${SYSTEMNAME}.so${ANT_SYSTEMPATH}/${SYSTEMNAME}.s o

clean:
-rm -rf .libs
-rm lib${SYSTEMNAME}.la
-rm *~
-rm ${SYSTEMNAME}.o
-rm ${SYSTEMNAME}.lo
-rm ${SYSTEMNAME}.so

Using this Makefile is recommendedfor usersthat want to develop their own
systems without the complex { yet powerful { mechanism that is used by
the demonstration systems in the AnT-systems package. However, users can
of course also develop systemswithin the AnT-systems package, should they
chooseto do so.

This Makefile makes use of libtool to build shared libraries. It needstwo
environment variables to be set: ANTBASE, in order to �nd the header �les of
the AnT engine and ANTSYSTEMSBASEin order to be able to install the built
system in the appropriate directory. Both paths have to be set in the senseof
the $prefix variables described above.

Using the make install target of this Makefile only copiesthe sharedobject
to the destination, con�guration �les are not consideredby this Makefile .

It is assumedthat the systemhasonesource-�le that is called$SYSTEMNAME.cpp.
The SYSTEMNAMEvariable at the beginning of the Makefile has to be set ac-
cordingly before use.
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Chapter 17

Dynamic Loading of
Systems at Run time

Originally , the build processof AnT 4.667was producing a complete, statically
linked, binary for each system which contained both the AnT engine and the
dynamical system that was to be investigated.

This had several drawbacks:

� Whenever changesto the code of the dynamical system were made, the
entire simulator had to be linked again and a new binary would result {
this processtakesa lot of time (and is not necessarywhen a user is only
working on the dynamical system itself ).

� As the number of dynamical systemsincreased,it becamemore and more
impractical to link the entire simulator against the systemsand have nu-
merouscopiesof the sameAnT engine(oneresult is that a lot of disk-space
is �lled with copiesof the samecode, with just the relatively small part
of the system-function changed).

� On the other hand, when there wasa new versionof the code for the AnT
engine, it was necessaryto link every system again in order to make use
of this new version of the simulator.

� Usersneededto keepthe completesource-code of the AnT enginein order
to be able to develop systems.

By making the division between users and developers, it becomesnatural to
have the developers work on the AnT simulation engine itself and to have the
userswork on systems{ this way, dividing the resulting executablecode was a
logical conclusion.

125



126 CHAPTER 17. DYNAMIC LOADING OF SYSTEMS AT RUNTIME

17.1 Design considerations

For the reasonsmentioned above, it was decided to build one AnTbinary that
would contain the entire simulation engine. This binary loads a systemdynam-
ically on invocation. The systemsthemselvesare located within shared libraries
(shared libraries usually have the �le-su�x .so on UNIX-lik e systems).

It would alsohave beenpossibleto build a library that contains the AnT engine
and executableprogramsfor each dynamical system. This solution is equivalent
to the chosendecision from a theoretical point of view { practically however,
there are design issuesthat make this variant lessoptimal. One obvious exam-
ple for this are command-line switches { the command-line switches that are
given to AnT are meant to control the behavior of the engine,not the system.
The systemswould have to contain code that handles command-line switches
(passing them to the simulation engine), which would violate the needto keep
the implementation of dynamical systemsassimple aspossibleand furthermore
be duplicated in each system. Distributing dynamical systemsto the clients in
form of source-code discussedas in section 13.5 would also be obstructed by
such a design.

17.2 Practical usage

When starting AnT, the name of a dynamical system is given as an argument
on the command-line (seechapter 18). That dynamical system needsto exist
in the form of a shared library with a name of the form systemname.so. Such
a system is consideredto be a plug-in, the common interface of all systemsis
the function connectSystem() in the plug-in that knows how to connect itself
to the AnT engineand initialize the enginein the proper way.

17.3 Technical details

Loading a plug-in that contains the system is realized by using the dlopen()
function as follows:

void (*connectSystem) (v oid );
void* plugin;
if(!(plugin = dlopen (systemFileName.c _str (), RTLD_LAZY)))

{
cerr << "an error occured while loading the system:" << endl

<< dlerror () << endl << Error::Exit;
}

else
{

if (!(connectSystem =
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(void (*)(void)) dlsym (plugin, "connectSystem") ))
cerr << "Error while loading the dynamical system:" << endl

<< dlerror () << endl << Error::Exit;
}

First of all, the shared library containing the system-function is loaded (the
�lename of the library is expected to be in the string systemFileName) and
a pointer to the resulting structure is stored in the variable plugin . Then an
attempt is made to �nd the symbol connectSystem (by using dlsym) within
the plug-in and get a function pointer to it. This pointer is then stored in the
variable connectSystem, which is de�ned as a function pointer.

Using this function pointer, the AnT engine can then subsequently call the
system-function. It is clear that this system-function is neededby the AnT
engine { what might be less obvious is, that the system-function itself needs
to accessstructures that are located within the AnT-engine. To this end, all
(public) symbols of the AnT binary are made visible to plug-ins by giving the
linker the appropriate switches(seesection 16.3.3).
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Chapter 18

Running AnT

The command-lineoptions of AnT havebeendesignedto match standard UNIX
behavior (to implement this, the standard C-library call getopt() is used to
parsethe command line string).

When called without any arguments, AnT shows an overview of all possible
command-line switches1:

usage: AnT -s <systemname>[-c <configfile>] [-m <runmode>]
[-h <hostname>] [-n <portnumber>] [-p <scanpoints>] [-t <seconds>]

-s <systemname>complete path and filename (without extention)
of a shared library containing at least the system
function for the dynamical system to be simulated.

Options:
-c <configfile> complete path and filename of a configuration file
-m <runmode> where runmode is one of 'standalone',

'server', 'client'. default is 'standalone'.
-h <hostname> only for runmodes 'server' and 'client'.

default is the standard hostname of the current
system.

-n <portnumber> only for runmodes 'server' and 'client'.
the default port is 12345.

-p <scanpoints> only for runmode 'client'. number of scanpoint
the client should fetch from the server.
default is 50.

-t <seconds> only for runmode 'client'. number of seconds the
client should try to keep itself busy between
communication with the server. this option
overrides the '-p' option.

1preluded by several quite meaningless and entirely unprovoked messages
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18.1 General options

There are two options which are meaningful for the standalonerun-mode aswell
as for networked operation:

� The -s option is mandatory. It determines the dynamical system that
will be simulated. The dynamical systemis contained in a sharedlibrary .
This shared library is automatically found when the LD LIBRARYPATH
environment variable contains the directory where the systemis installed.
Otherwise when the completepath to the library is given with this switch.
The name of the systemhas to be given without the .so extensionof the
library . If this option is not given, AnT displays the usagetext as seen
above and exits immediately.

� The -c option can be used to point to a con�guration �le. By default,
AnT looks for a con�guration �le with the samenameasthe givensystem.
If for instance the system-nameis logistic , AnT will look for the con-
�guration �le logistic.ini . If the system-nameis given with full path,
AnT will look for this con�guration �le in the samedirectory. Otherwise
the con�guration �le will be looked for in the current directory.

In the client run-mode this switch is ignored { the con�guration of a client
is always de�ned by the con�guration �le that the server is started with.

18.2 Clien t/serv er speci�c options

The rest of the options are only useful for the client/serv er mode of AnT. All
of theseswitchesare optional.

� The -m option setsthe run-mode of AnT. This can be either standalone ,
server or client . The default run-mode is standalone .

� The -h option sets the network addressof the server. This can either
be an IP-addressor a host-name. By default, the standard host-nameas
reported by the standard C-library call gethostname() is used both in
run-mode client and server.

In the server run-mode this option can be usedto de�ne the addressthat
the server should bind to.

In the client run-mode this option can be usedto tell the client where the
server is located on the network.

� The -n option sets the network port of the server. The default port is
12345.

In the run-mode server this option can be usedto de�ne the network port
that the server should bind to.
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In the client run-mode this option can be usedto tell the client on which
port the server is listening for incoming connections.

� The -p and the -t options are both only evaluated in the client run-mode.
Both options ultimately specify how many scan-points a client should fetch
from the server during one network communication (seealso chapter 11).

The -p option instructs the client to fetch the speci�ed number of scan-
points.

The -t option instructs the client to fetch as many scan-points as are
neededto keep it busy for a certain amount of time (given in seconds).
During the �rst communication the client fetcheseither the default of 50
scan-points or the number of scan-points speci�ed with the -p option.
The number of scan-points that are fetched are reconsideredbefore every
subsequent communication with the server (basedon the time neededfor
the previously calculated scan-points).

If both the -p and the -t option are given, the -t option takespriorit y. In
this casethe value given by the -p option determinesthe number of scan-
points that are fetched during the �rst communication with the server.

If neither the -p nor the -t option is given, a �xed amount of 50 scan-
points is fetched by the client.

18.3 Examples

In this sectionthe usageof the command-lineswitchesof AnT will be illustrated
by someexamples.

To simply useAnT in run-mode standaloneand simulate the logistic map, the
following command-line is su�cien t:

AnT -s logistic

For this call to be successful,the AnT binary needsto be installed and reside
in a directory that is part of $PATH. Additionally , the position of the shared
library of the logistic map (logistic.so ) has to residein the LD LIBRARYPATH
and the con�guration �le logistic.ini has to be in the current directory.

If another con�guration is to be used, it can be speci�ed with the -c option:

AnT -s logistic -c /home/foobar/myc onfi g.i ni

To start an AnT-server, it is su�cien t to add the option -m server . No other
additional option is strictly necessary:

AnT -s logistic -m server
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To start an AnT-client, somemore options can be useful. First, the network-
addressof the server has to be given (if the server is not running on the same
host as this client). Then it is advisable to specify how many scan-points the
client should fetch from the server at once. The recommendedoption for this is
-t :

AnT -s logistic -m client -h serverhostname -t 10

-t 10 implies that the client should try to fetch scan-points from the server
every ten seconds. The client tries to �gure out how many scan-points are
neededto keepit busy for that time, basedon its current speed.

This option will in
uence the overall performanceof the simulation run. If too
few scan-points are fetched, the communication overhead will slow down the
simulation. If, on the other hand, too many scan-points are fetched, the server
has to keepmore scan-resultsin memory (if there is more than one client) and
at the end of the scan-runmore scan-points will be calculated twice by di�eren t
clients (and therefore computing power is wasted).

The -t option is to be preferred over the -p option, becauseit adapts to the
speedof the client. The performanceimpacts of theseoptions are discussedin
detail in chapter 11.
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Conclusion

In the previous chapters, changesto the infrastructure of the AnT systemwere
described. The following results were presented:

� The sourcecode wasstructured in a more logical manner, making it easier
for developersto navigate the large amount of source�les. In this context,
the core of the simulator and the implemented dynamical systemswere
separated.

� A build and install mechanism for AnT was created. This mechanism is
designedto be easy to use for anyone familiar with any of the numer-
ous projects that use the tools autoconf and automake for their build
mechanism.

� A schemefor loading dynamical systemsinto the AnT engineat runtime
was described. Loading systems at runtime makes the installation and
operation of AnT much more 
exible.

� Finally, a new command-line interface to the AnT engine was created.
This very straightforward interface is also following the commonbehavior
of commandline programs, so that it should be very intuitiv e to use.

133



134 CHAPTER 19. CONCLUSION



App endix A

Authors

The entire work on this document was done in a very collaborative manner, so
no chapter can be said to have exactly one author. The following list is meant
to give a rough idea who was the main author of which chapters.

Part I:
The entire Part I waswritten both by Michael and Heiko. However, substantial
help while writing the chapters 4 and 6 (describing the main features of AnT)
was given by Michael Schanz. Similarly, during the creation of chapter 5 which
describes the general architecture of AnT, Robert Lammert supplied a lot of
important ideas.

Part I I:
Chapters 7, 8 and 9 were written by Heiko, the chapters 10 and 11 by Michael.
The chapters 12 and 13 were written by Heiko and Michael.

Part I I I:
Chapters 14, 15, 16 and 17 were written by Heiko, chapter 18 was written by
Michael. Chapter 19 was written by Heiko.
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